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Abstract

We develop simulation-based methods to solve general optimal stopping problems with op-
portunities to stop that arrive randomly. Such problems occur naturally in a wide variety of
applications with market frictions, such as limited liquidity, incomplete information and trans-
action costs. Our approach employs random time scales to map the original problem to an
integer-time stopping problem with (possibly) infinite horizon. We introduce an infinite-horizon
policy iteration algorithm to generate lower-biased estimates of the value function and establish
a martingale dual representation to generate upper-biased estimates. Furthermore, we extend
a family of backward dynamic programming methods that includes least-squares Monte Carlo.
We illustrate the performance of our methods, their general applicability and the managerial
implications of randomly arriving opportunities to stop in three examples: a stopped jump-
diffusion that can be analyzed in closed form, a random-exercise version of a multi-dimensional

max-call contract, and a real options problem in an illiquid market.
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1 Introduction

Since the early work of Wald ([55]) and Snell ([54]), a vast literature has developed the theory of
optimal stopping. Its areas of application encompass a wide variety of fields, including statistics
(sequential testing), operations research (secretary and search problems), and financial (Bermudan
and American option pricing) and insurance mathematics (risk process optimization); see, e.g., [4§]
for a textbook treatment.

A standard assumption in this literature is that opportunities to stop arise deterministically. For
example, for financial options that allow for early exercise timing, i.e., exercise before or at a given
maturity date, stopping is typically restricted to either pre-specified time instances (Bermudan
options) or to any time within a pre-specified time interval (American options). More recently,
motivated by market frictions, problems in which the stopping opportunities form a random set
have been studied. Early examples assume the stopping opportunities to be generated by a standard
Poisson process, independent of the reward process ([3} [18]).

This paper develops simulation-based numerical methods to solve general optimal stopping
problems with randomly arriving opportunities to stop. Pivotal to our approach is to proceed on a
random time scale, from one randomly arriving opportunity to the nextE This enables us to convert
the original optimal stopping problem into a discrete-time optimal stopping problem, with respect
to integer-valued stopping times with filtration generated by the consecutively arriving random
times, on an infinite horizon. To encompass the wide variety of problems in which randomly
arriving stopping opportunities naturally occur, our setting allows for general dynamics of the
stopping opportunities and general dynamics underlying the reward process, including rich forms
of stochastic dependence between the stopping opportunities and the reward process. Moreover, we
consider applications in which the stopping problem is multi-dimensional (easily up to dimension
100) and in which state transition densities are not available. In such settings, existing numerical
solution methods typically become intractable.

We provide both lower and upper bounds to the value function of the stopping problem. To
obtain a lower-biased estimate of the value function, we develop a policy improvement procedure
using forward induction. This non-trivially extends [33], which was developed in a finite-horizon
setting. More specifically, since the theory in [33] is entirely based on backward induction from
a finite horizon, we extend their main statements to an infinite-horizon setting and give new,
essentially different proofs. To obtain an upper bound to the value function, we first establish
a suitable martingale dual representation, and next employ it in a corresponding Monte Carlo
simulation procedure that we design. We also extend a family of backward dynamic programming
methods, including least-squares Monte Carlo (LSMC, [41]). If the dimension of the underlying
process is low, the resulting random times LSMC method is usually accurate and fast. It suffers,

however, from the curse of dimensionality, in contrast to policy iteration. Therefore, for high-

!That is, instead of deploying a — possibly infinitesimally fine — deterministic time grid, our approach consists
in considering a random time scale. On the random time scale, the order of the arrivals of stopping opportunities is
encoded in the set of natural numbers rather than designated by the actual arrival times on the positive real line.



dimensional underlying processes, backward dynamic programming serves primarily as an input
for our policy improvement approach.

We illustrate the good performance of our methods in three applications: a geometric Brownian
motion with jumps stopped at random times, which can be analyzed in explicit closed form; a
random-exercise version of a multi-dimensional max-call option pricing problem; and a real options
problem in a scarce, interconnected environment. In particular, our methods are shown to deliver
(very) small duality gaps, and to be applicable under a wide range of problem specifications allowing
for general multivariate dynamics generating the stopping opportunities and reward. Furthermore,
we show that, compared to optimal stopping problems with deterministic stopping opportunities,
problems with randomly arriving stopping opportunities feature two additional sources of risk:
timing risk, referring to the change in value due to the randomness in the inter-arrival times
between stopping opportunities; and opportunity risk, referring to the change in value due to the
possibility that no further opportunities to stop are seen. From a managerial point of view, ignoring
either source of risk will lead to incorrect pricing and decision making. Whereas opportunity risk
typically warrants a more prudent stopping decision and reduces the value function, we show that
timing risk may be beneficial or detrimental, depending on the specific application.

Potential applications of our methods are numerous. When information is scarce, it is natural
to consider optimal stopping problems where stopping is restricted to the random times at which
an information signal is received; see e.g., [I8, [39, 44, [43] for applications to American option
valuation. In such a setting, both cross-sectional and temporal dependence between the process
generating the signal and the process generating the reward occurs naturally: a signal from the
release of information may affect underlying prices and hence the reward, which in turn may
generate further signals. Furthermore, in the presence of limited liquidity, or transaction costs,
stopping opportunities may be linked to the arrival of (attractive) trading opportunities. Indeed,
[51] studies an optimal consumption and investment problem where trades are executed at a Poisson
rate instead of continuously, representing, for example, the arrival of buyers. Due to the existence
of asset-liquidity spirals (see, e.g., [29]), dependence between underlying asset prices and liquidity
risk, hence the arrival of trading opportunities, arises naturally in this setting.

In real option pricing, constraints of various forms can lead to randomly arriving stopping
opportunities. Examples are the arrival of scarce goods or investment opportunities ([35 37]),
or unexpected technological progress ([3]). In these problems, it is again natural to allow for
dependence between the constraints affecting the stopping opportunities and the reward process;
we illustrate this in Section [6] in the context of selling a valuable object, employing multivariate
point processes allowing for feedback including self- and cross-excitation (|27, 2]) to generate the
stopping opportunities and reward. In the bank run literature, [28] [40] suppose that short-term
credit matures randomly, at which point a creditor needs to make a stopping decision: either roll-
over debt or run. This gives rise to a debt run model based on the classical staggered pricing model
of [1I] and the credit risk model by [38]. Other financial and environmental stopping problems

also lend themselves naturally to randomly arriving opportunities. Examples in energy economics



include the exploration of natural resources ([47, [16]), weather derivatives ([10, [9]) or emissions
reduction projects ([21]).

Optimal stopping problems with constraints may be represented in terms of a Hamilton-Jacobi-
Bellman (HJB) equation or a free boundary formulation; see e.g., [42], for a detailed account. For
general Markov processes, an explicit solution of the continuous-time HJB equation is generally
not available; the solution may then be obtained, theoretically and in some cases analytically,
through a discrete-time HJB associated to the continuous-time problem. Stopping problems with
randomly arriving opportunities also naturally give rise to a sequence of partial differential equations
(PDEs), which may then be solved iteratively. Indeed, if we consider a sequence of problems in
which stopping is only allowed at the first k opportunities (in ‘problem k’), then this problem may
be formulated as a PDE where the boundary condition is determined by the solution to ‘problem
k—1’. This value function iteration approach is taken for infinite-horizon stopping problems in, e.g.,
[35, B7). Their ‘POST’ algorithm exhibits geometric convergence of the iterated value functions
to the true value function, and [35] indicate how it may be adapted for finite-horizon problems by
including time explicitly as a state-variable. Value function iteration has also been used for control
problems with random control opportunities, both in an infinite-horizon ([45, 46]) and a finite-
horizon setting ([22], 23]). The generality of our setting — in terms of the processes generating the
stopping opportunities, the reward processes, the dependences among them, or the dimensionality
of our problem — poses challenges to obtaining numerical solutions using HJB-based methods or
value function iteration.

For specific dynamics of the reward and stopping opportunities, explicit solutions may be ob-
tained for stationary (originally) infinite-horizon stopping problems. Indeed, for rewards driven by
geometric Brownian motion and independent Poissonian arrivals of stopping opportunities (hence,
inter-arrival times that are exponential), explicit solutions may be found through variational in-
equalities and smooth-fit principles ([I8 25]), resolvent methods ([39]) or Green representations
(I3, 40]). Furthermore, recent developments in the fluctuation theory of Lévy processes may be
used to solve stopping problems where rewards follow a Lévy process, using scale functions and
other properties of Lévy processes; see, e.g., [44, [43]. For a more extensive overview of recent
developments in the Poissonian case, see [52]. When arrivals occur according to an inhomogenous
Poisson process with state-dependent rate, stochastic coupling and a change of time scale may be
used to derive theoretical solutions ([30]), while if the rate may be controlled, one may obtain a
differential equation for the value function that may then be solved ([31]).

For finite-horizon problems, the explicit time-dependence makes it harder to obtain solutions,
theoretically and numerically. For a problem with state-dependent Cox arrivals, [40] use Green
representations to obtain a free-boundary problem for the value function; see also [42], [35] discussed
above, and [19] who treat a related problem where stopping is only allowed while the state process
is in a subset of the state space.

We summarize our main contributions. Methodologically, we show how general finite-horizon

stopping problems with randomly arriving opportunities to stop can be transformed into integer-



time, infinite-horizon problems, by mapping deterministic into random time scales, and establish
equivalence between their solutions. For the induced infinite-horizon problem, we develop and
formally substantiate a policy improvement procedure using forward induction; this significantly
extends [33] that is entirely based on backward induction from a finite horizon. Furthermore, we
establish and design a martingale dual representation and a corresponding Monte Carlo procedure.
Besides, we also provide a suitable truncation of the horizon that allows a class of backward dynamic
programming methods to be extended to our problem, including the least-squares Monte Carlo
method in [41] and the threshold methods in [4]. Our simulation-based methods are demonstrated
to yield good performance in a wide variety of problems and are generally applicable, also in settings
in which existing methods become impracticalﬂ From a managerial perspective, we show, across a
variety of model specifications, how the randomness of the stopping opportunities impacts both the
optimal value and the strategies of the stopping problem, by analyzing their timing and opportunity
risk; these can be (very) substantial.

This paper is organized as follows. In Section[2] we formally introduce the problem and establish
equivalence, Bellman and duality results. In Section [3] we develop a policy iteration procedure
that uses forward induction. Section [4] describes the algorithms that we propose. In Section [5 we
present extensive numerical illustrations to assess the accuracy and efficiency of our algorithms,
and in Section [6] we analyze a real options example to illustrate the relevance of randomly arriving
opportunities for optimal stopping. Conclusions are in Section [/l Proofs that are not included in
the main text, additional technical details and additional numerical results are contained in the

Appendix.

2 Optimal Stopping on Random Times

We consider a filtered probability space (2, F,F,P) with filtration F := (F})j<;<,, satisfying “the
usual conditions” and suppose that we are given a strictly increasing, random sequence of F-stopping
times satisfying
710=0, T<mi1<oo for 1€Ny, and lim 7 =00, a.=s. (2.1)
1—00
Here, N denotes the (strictly positive) natural numbers and Ny the natural numbers including

zero. On each event w, we denote the first K € N U {oo} realized stopping times in (2.1)) by
T (w) := {1 (W) :i € Ng, i < K}.

20ur simulation-based approach does not require solving HIBs or free boundary problems, sequences of (integro-
)PDEs, or deriving explicit expressions for state transition densities; this may be hard (or even impossible) in
cases where the reward process is inhomogeneous, the arrival process for opportunities to stop is non-trivial or not
independent of the reward process or when the dimensionality of the problem becomes large.



2.1 Problem definition

We consider an F-adapted reward process (Z;)y<;o, that is cadlag on [0,T] and satisfies Z; = 0
a.s. for t > T', where T > 0 is the finite time horizon of our problem. Our objective is to optimally

stop Z on one of the elements of Tk (w), i.e., we consider the optimal stopping problem

K
Yo( )= sup E[Z] . (2.2)
F-stopping time t, t€7
For ease of exposition, we will assume throughout that Z is non-negative. We impose the following

(standing) integrability condition:

E [sup Zf_j} < B®, forsome B>0and a>1. (2.3)
1€Np

For K < oo, it suffices to consider the weaker bound E [supig K Zﬁ;] < B~

Depending on the specific application, the reward process (Z;) may represent, e.g., the payoff
of exercising a financial contract, the market value of a piece of real estate or an art object, the
value of running when short-term credit matures, or the payoff of exploiting a natural resources
project. Furthermore, the first K stopping times Tx may represent, for example, the arrival times
of a financial exercise or trading opportunity, the release dates of valuable information, the arrival
times of scarce goods or natural resources investment opportunities, or the expiry times of short-

term credit.

2.2 An equivalent integer-time problem with infinite horizon

To solve the optimal stopping problem (2.2)) on a random sequence of stopping times, we consider
the induced discrete-time reward process, (U;)ien,, and study the corresponding infinite horizon

integer-time stopping problem, where
U, = Ti s 1€ Np.

More specifically, due to the order of the stopping times (2.1)), G; := F,, C F defines a discrete
filtration G := (G;);en,, where the stop o-algebras

Fr, ={AceF : An{m <t} e F, t >0} (2.4)

satisfy
Fow CFnCFnCoan.

As the discrete reward process (U;)ien, is G-adapted (see, e.g., [49, Thm. 6] or [20]), we may
formally relate our original stopping problem (2.2) to a stopping problem over the set of discrete



G-stopping times, N, given by
N :={n:Q — Ny such that {n=1i} € G; for all i € Ny} .
Proposition 1 Recall (2.2). We have that

YO(K) = sup E[U,]. (2.5)
neN, n<K

Proof. See Appendix[A.1l =
In view of (2.5, we may thus analyze (2.2) by studying supyen;, n<x E[Un] instead. Further-
more, for the process U, the following bound follows from ([2.3)):

E {sup UZ‘)‘] < B“%, (2.6)
i€Np

for some B > 0 and a > 1.

Remark 2 The bound (2.3), hence (2.6, may be determined by simulation. An explicit, analytic

bound may be obtained using a slightly stronger condition in conjunction with the Burkholder-Davis-
Gundy inequality; see Remark |20 in Appendiz[A.]]

Denote by N the number of random times until we cross T, i.e.,
Nr:=min{meN:7, >T}. (2.7)
It is clear that, for « > Ny, U; = Z;, = 0 by our assumptions on Z, and in fact
PGk <oo:Vi>k, Uj=0)=P(Np <o0) =1. (2.8)

In general, the sequence may contain one or more deterministic exercise possibilities. For
example, as a relevant case in applications, the decision-maker may be given the right to stop either
at a random time before T or at the terminal time 7', which means that we need to ensure that
(2.1) satisfies a.s.,

Tiw)(w) =T for a unique i (w) € N. (2.9)

One may establish by intertwining the deterministic time 7 with a particular sequence of
increasing stopping times, see Lemma and Corollary in Appendix these results also
establish that will continue to hold for the new sequence of stopping times if it held for the
old sequence of stopping times and E[Z¢] is finite.

2.3 Bellman principle and optimal stopping time

To formulate a Bellman principle for Problem (2.5), we begin by generalizing it to a stopping

problem as seen from a generic point in discrete time i € Ny, which is given in terms of the



(K) )

Snell envelope Y and continuation value process CfK for the reward process (U;);en,, with

K e NU{oo} :
(K) . _ :
Y, 7= ‘esssup Eg, [Us), i€Np, (2.10)
neN, i<n<K
cf) = esssup  Eg, [Uw, i€Ny, 0<i<K, (2.11)

neN, i+1<n<K
C%K) =0, K<oo.

It satisfies the following properties:

Proposition 3 Under assumption (2.3), we have for all K € NU {oo} and for all i € Ny with
0<i<K that:

(i) The continuation value process (2.11)) is connected with (2.10) via the Bellman principle

v = max <U,;, C-(K)) .
(i) The process YE) s q G-super-martingale, i.e.,

K K

v > g, [v{{] . (2.12)
and it is the smallest super-martingale that dominates U.

(iii) The random time n’**, defined by

7

nfo = inf{i <j<kK: vy = Uj} : (2.13)

is an optimal stopping time for G with nZK’* < o0 a.s., hence,
K
AU [Unf,*} . (2.14)
In particular, for all K < oo,

v < im v = v = esssup B, [Un] = Eg, (U]

— Y
K'—o0 1<n<oo

with n.”" given by (2.13) for K = co.
Proof. See Appendix[A1] =

Corollary 4 Under assumption (2.3)), there exists an optimal stopping time for Problem (2.2,

which may be obtained by taking t* := té(’* = Tpr =T Ko
0

Proof. See Appendix[A1] m



2.4 Duality

In this subsection, we present a dual representation of the discrete-time optimal stopping problem
in our present setting, which essentially goes back to [50] and [26] (see also the early [15]). We
first provide a result for the case K = oo in Proposition |1, which makes use of a uniform integra-
bility condition that arises naturally for stopping problems on random times. The case K < oo
follows analogously, and moreover does not require this extra uniform integrability argument; see
Corollary [7]

The next proposition tells us that may be reformulated as a penalized optimization problem

with full foresight, in the terminology of perfect information relaxation.

Proposition 5 Let ./\/l(l)“ be the collection of uniformly integrable G-martingales (Mi)ieN0 with
My =0. Assume (2.3]) and
E [NT sup Ui] < o00. (2.15)
1€Np

We then have the following duality results.
(i) Weak duality: It holds that

Yo=Y = inf E {sup(Ui - Mi)} . (2.16)

MeMy! i>0

(ii) Strong duality: Let us consider, for Y; = YZ-(OO) given in (2.10), the G-martingale, a.k.a. the

Doob martingale of the Snell envelope,
i
My :=>"Y;-Eg,_,[Vj], i>=1, Mg=0. (2.17)
j=1

Then it holds that M° € Mg' and

Yo =sup(U; — M;), as.
i>0

Proof. See Appendix[A.2 m

Remark 6 Proposition @(w} has a beneficial consequence in numerical applications: If the Doob
martingale M° is approximated ‘close enough’ by some martingale M, then the variance of the
random variable sup;> (U; — M;) in the dual representation will be ‘close’ to zero. The
quantification of this phenomenon is omitted, as it is similar to the finite horizon case (see, for
example, [0, [36]).

Corollary 7 If, for some o > 1, (2.3) holds, a sufficient condition for :2.15} is that the survival
distribution of Nt is sufficiently regular in the following sense: Z;’;lj?—TP(NT > j) < oo. This

holds in particular if one of the following holds:



(i) P(Np > j) S 577 for somey > af/(a—1) and j > jo.

(ii) There is some L € N such that P (1 > T) = 1; condition (2.15|) is then trivially fulfilled.
However, we are then dealing with Problem (2.2)) for K = L in fact.

Furthermore, if the following condition:

0<supU; < B < a.s.
1€Ng

is satisfied, condition (2.15|) holds if E[N7] < co. (In fact, one then has (A.14]) for a = c0.)
Similarly, if K < oo, it suffices for Proposition@ that (2.3)) holds with o = 1, as a finite family

of integrable martingales is uniformly integrable.

Proof. Follows from Corollary 22] and Lemma [23] in Appendix ]

3 Optimal Stopping via Policy Improvement

By passing to discrete time in Section our problem becomes an integer-time, infinite-horizon
problem. In this section, we introduce a method based on forward induction to solve that
extends the iterative policy improvement procedure in [33]; see also [7]. As the results in [33]
assume a finite horizon with a deterministic, fixed and finite number of opportunities to stop, and
all proofs exploit the backward recursive nature with initialization at the last opportunity to stop,
we extend their Theorem 3.1 and Propositions 4.1, 4.3 and 4.4 to the present infinite-horizon setting
with essentially different proofs.

Let us consider a generic stopping family o, being a family of stopping times o := (o;) ieNg» With

respect to the discrete filtration G that satisfies the consistency conditions
i<o;<ooando; >i= 0; =041, 1€Ng. (3.1)
For the stopping family o, we define the process
YS 1= Eq, U] (3.2)

Our aim is to construct, from the consistent stopping policy ¢ in (3.1]), an improved policy. Let

us fix a window parameter s € NU {oco} and introduce a new stopping family & := (0;);cy, by

0; := inf {] >i: U;j > jgg%ﬁnng [ng]} . (3.3)

Clearly, the family (o;) also satisfies (3.1). Moreover, (7;) improves over (o;) in the following sense:

Proposition 8 Let (0;) satisfy (3.1) and (7;) be given by (3.3). Then it holds that
Y7 <YP<YP <Y,

10



with

Y% := max E¢ [U,].

Proof. See Appendix for details. The proof first applies a result from [33] to a suitably

truncated reward, and then considers and analyzes a limiting procedure. m
The role of k is to provide the window over which we search for possible improvements, where

Part (ii) of Corollary |§| indicates that a larger window allows for more improvement:

Corollary 9 (i) It holds that Y7 > U; for all i € Ny.
(it) Let ; and &, be improvements of o; due to Pmposz’tz’on@ that correspond to k' and k, respec-
tively. Then, if &' > K, one has Y7 >Y7.

Proof. See Appendix[A73] =

To solve (2.5), we may construct a sequence of stopping families starting from some initial
stopping family o) that satisfies (3.1). A myopic choice is 02-(0) =1, 1 € Ny, for example. The

construction is done as follows: if ™), m € Ny, has already been constructed, then set

(D) inflj>i: Uy > E [ ] 1
g; =in {j >i: Uj _jgrl?gaﬁm G Ualim) . (3.4)

By Proposition [§] each stopping family improves over the previous one, and Theorem [I0] below

establishes that the sequence converges to an optimal stopping family.

Theorem 10 Let (o) denote the family of (first) optimal stopping times. That is,
o; :=inf {j >i: Uj > Eg, [Y}_H]} .

For the sequence (U(m))mGNo defined by iterating (3.4)), we have

o'i(m) < ai(mH) <o; <oo, meNp, (3.5)
and moreover it holds that
o; =T lim al(m) and Y; =T lim Yi(m), (3.6)
m—00 m—0o0

with Yi(m) = Yi"(m). The up-arrows indicate that the respective sequences are non-decreasing.

Proof. See Appendix for details. The proof covers the infinite-horizon case and therefore
differs essentially from the corresponding one in [33]. The latter proof was based on backward

induction with trivial initialization at the finite horizon. m

4 Simulation-Based Primal and Dual Methods

In this section, we introduce three simulation-based methods to solve, theoretically and pseudo-
algorithmically, problems (2.5)) (primal) and (2.16)) (dual) in a Markovian environment specified by

11



the following assumption.

Assumption 11 There exists a cadlag process X in R? and a measurable map (t,z) — Z(t,x)
such that Zy = Z(t, Xy). Furthermore, there exists an auxiliary cadlag process © in RY such that the
process (X,0) in R? x R? generates the (augmented) filtration F, and the G-adapted discrete-time
Process

(TivXTm@Ti>i€No ) (TO7X7'0767’0) - (07X07@0) )
is a discrete-time Markov chain in the state space R>g x R? x RY.

Assumption [I1] may be seen as a kind of a strong Markov property, and its interpretation is that
the joint process (X, ©) determines the sequence of stopping times (7;) and that the reward process
is given as Z;, = Z(7;, X;,). In Appendix we establish that this assumption suffices to express
conditional expectations as Borel functions of the Markov chain and provide some specific examples
of possible structures that (X, ©) may have.

In Section we propose two backward dynamic programming approaches to problem .
In particular, we propose a least-squares Monte Carlo method in the spirit of [41] and a threshold
optimization method in the spirit of [4], for the case K < co. For the case K = oo, we first establish
a finite-horizon approximation to , for an arbitrary, prespecified level of accuracy, and then
proceed with the finite-horizon problem. Next, in Section [4.2] we develop a simulation algorithm
based on the policy improvement method presented in Section [3| for problem . Finally, for
problem (2.16), we extend the dual method of Andersen-Broadie [5] to the infinite-horizon setting
in Section by exploiting that each path has finite length due to (2.8]).

4.1 Backward dynamic programming, finite-horizon approximation

For numerically solving problem under Assumption in the case K < oo, we may take
advantage of backward dynamic programming methods, such as the least-squares Monte Carlo
algorithm in [41], or some stochastic optimization approach, such as the threshold-based approach
in [4]. In this context, one carries out a backward recursion over the stopping opportunities, trivially
initialized at the last opportunity K. If K = oo, there is no such natural terminal condition,
however. We may then approximate the infinite-horizon problem by a finite-horizon problem, and
next proceed with the latter one. The following lemma shows that this can be done with arbitrary

accuracy.

Lemma 12 Assume (2.3)). For any fixed tolerance level € > 0, there exists a finite K such that
(K) ) K)
v <y <y ® 4.

Proof. See Appendix[A4] =
Thus, for any pre-specified tolerance level &, YO(K) yields a lower bound that is “e-close” to

YO(OO). A suitable candidate for such a K, given a fixed tolerance level € > 0, is the smallest K’

12



such that

E|1lz,<ry sup Zn| <e, (4.1)
i€No, i>K'

which may be estimated through simulation.

4.1.1 Random times least-squares Monte Carlo, pseudo-algorithm

Let us suppose we are in a Markovian environment (Xj,©;),~,, under Assumption with a
reward of the form Z; := Z(t, X;). Then, YO(K), with K < 0o, may be numerically approximated

by regression, based on a given set of measurable basis functions
Y : Rso x RIXR? - R, [€N.

We propose the following pseudo-algorithm for n =1,..., N:

(i) Simulate (X(n) o > e (X(n) o >

(i) nitialize V¢ = U = 2(r(", X0), &) = K.
K
(iii) If, for 0 < k < K, the values lA/kK" and ﬁgﬁb) have been constructed, then solve the regression

problem

N L 2
(@k-11)ics,,.p = arg min (YkK’” =) o (Tk@l, x7) e, >> :
=1

- T_
el k—1 k-1

and define I
Ch1(t,z,0) == Zak—l,l¢l (t,x,0).
=1
Next, set
—n) k—1 if Z(T,Ei)l,Xi?g) ) > Ck—l(T]gi)pXi?g) >@(:31> )
A = . k1 k—1 k—1
n; else.

Having constructed the functions éo(t,x,G), . ,GK,l(t,a:,Q) (with éK = 0), one thus has

constructed a stopping policy
o) 1= inf{k <j<K:Z(1,X5,) > C\j(Tj,XTj,@Tj)}, 0<k<K, (4.2)
and we may generate, by a new simulation, i.i.d. copies

<?(n) T é(n)>"_"<ﬂ(?)7)}(n) @)(m)’ for n=1,...,N,

1 » 7A_'l(n) ) 7A_«l(n) ;}(;n) ’ ;I((")
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of the Markov chain (71, X+,,0+),...,(Tk, X7, O ), in order to obtain a lower-biased estimate
?O(K) for YO(K) by setting

70— inf {0 <j<K:zFEY X0 > GE™ X, é(jz))} ,
T 7

) ~(n)
7j J

and defining

Theorems [29] and [30] in Appendix establish convergence to the true value of the optimal
stopping problem and the optimal stopping rule, respectively. The policy (4.2) can and will be used
in Section as input policy for the well-known Andersen-Broadie algorithm [5] (see also [24]) in

order to obtain a dual estimate of an upper bound on YO(K) (in mean).

Remark 13 Owver the past decades, various refinements have been proposed for the implementation
of the standard, deterministic times LSMC' algorithm. We have included in our random times LSMC
implementation the (counterparts of the) most obvious and usual refinements: (i) the cash-flow itself

is included in the regression; and (ii) the regression is only carried out at in-the-money trajectories.

4.1.2 Threshold optimization, pseudo-algorithm

The threshold optimization method proposed by Andersen [4] can be seen as a special case of
stochastic optimization of the stopping region for problem with K < oo. Formally and
adapted to our setting, it aims at constructing an optimal “threshold policy” (oy) due to thresholds
ho,...,hg > 0 of the form

op=inf{k<j<K:Z >h;}, k=0,... K, (4.3)
which is initialized by hx = 0 and o = K. Then, given hgy1,...,hx and ox11, one defines,
recursively,

hk = arg I}ILIS())(E [ZTkl{Zrkzh} + ZTak+1 1{Z7—k<h} s and

Of = kl{ZTkth} + Uk+11{Zrk<hk}'
The Monte Carlo analogue of this method due to sample trajectories n = 1,..., N is obtained
as follows. Initialize hx ny = 0 and o, = K, n = 1,...,N. Then, given hyy1 n,...,hx N and

O'k+1’n€{k+1,...,K},n:1,...,N, set

N
1
- L3 (7 ()
TN = BN N 2 <ZTk Napam Zfak+1,n1{Z$Z)<h}> oo
n—

Okn =kl for n=1,...,N.

n o 1
(2805 hy wy T TR+ 0 gy
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It should be noted that in general the optimal threshold policy may be far away from a real optimal

policy, but serves in many practical examples as a “not too bad” approximation of it.

4.2 Policy improvement

Proposition [§] and Theorem suggest a natural algorithm: starting from some initial policy o
that satisfies , apply with some window k > 1, where the conditional expectations are
replaced by Monte Carlo estimates. The initial policy may be obtained, for example by the least-
squares approach of Section [4.1.1] or as a threshold policy constructed in Section 4.1.2] Depending
on the underlying structure, other constructions are also possible. As the most trivial initial policy,
one could take the myopic policy o; = ¢. In the next subsection, we present a corresponding

pseudo-algorithm.

4.2.1 Pseudo-algorithm

Under Assumption the conditional expectations in (3.3]) take the form

Egj [UO'k] = E( . @T],) |:Z(TO'JC>XT(;,€):| ) j S k S j + R,

Tj7XT]1
and can be estimated in the following way. Construct for n = 1,..., N the “outer” trajectories

(Xt(n), @En))tzg, and for trajectory number n the sequence
(Tj7XTj7@Tj) = <7'J( )aX_E(TZ),@S_(}z)) ) J=0.

Then simulate on the outer trajectory with number n, for each m = 1,..., M and j > 0, the

sub-trajectory

m,j M, j 3 R P — (TL) (n)
(Xgmjv@?mj)szf}m with <X (n) i 9n<nm>]> - (Xf(nwef(n)) ,

J J

along with a strictly increasing sequence of R>p-valued stopping times (T]? g >k> with 777 =
>j

J
T}n). Next, construct on this sequence the integer-valued stopping times (or indices) JZ’m’j

k < j 4 k, according to the input stopping family (3.1)) and set

IN

' J

ni ZzTnmg,X;l;n;g])zE(Tj’XW@Tj)(n) 20 Xn) | GRS jHR (44)

The improved policy (3.3]) is now path-wise estimated by

oA = int {3202 26/ X 2 o FY |
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and we finally obtain the estimate

Yy <Y§ = 255", X (n))

an

which is naturally a lower-biased estimate in the sense that YOE < Y.

Remark 14 In the above pseudo-algorithm, the number of sub-simulations is taken to be equal for
any j > 0, for simplicity. Of course, the algorithm may be trivially refined in this respect, to further

improve its efficiency.

Remark 15 In the implementation of the policy improvement algorithm, we have used the estimate

due to the initial policy employing a form of variance reduction as proposed in Remark 6.2 in [33)].

4.3 Dual estimation

To obtain an upper-biased estimate of Yy from the dual representation (2.16]), we proceed by

adapting the algorithm from [5] to an infinite-horizon setting. For a given stopping family o =
(0)sen, satisfying (3.1), we write the Doob martingale corresponding to (3.2)) as

:ny_Egjfl Y7l, i>1, Mg=0, (4.5)
j=1

which satisfies the following recursion:
M{ — M7, =Y7 —Kg, , [Y]]| =Y =Y =1, —j-1y (Bg,_, [Y7] = Y1) (4.6)

by the consistency of the family o. We thus obtain M/ by summing (4.6) from j =1 to j = ¢, and
then define

7
5? =U; — Mza - }/E)U =U; — Y;,’U + Z 1{01-,1:]'—1} (Egj—l [}/}U} - ija—l)
=1
i—1

= lo>i) (Ui — Eg, [U0i+1]) + Z 1{Uj=j} (Egj [U‘TjJrl] - Uj) : (4.7)
=0

Now, a dual upper bound due to the policy o is obtained by Proposition (i), as

Yy =E [sup(Ui - Mf)] =Yy +E {SUP 53}
i>0 >0

= Y§ 4 A7, (48)
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provided that M? is uniformly integrable. Note that

iUJrl - 5;7 = 1{0'7;+1>i+1} (Ui-‘rl - Egi+1 [U0i+2]) + Egi [U0i+1] - U; i >0, (49)

which allows for a path-wise upward recursive computation of the 47 in the pseudo-algorithm

presented below.

4.3.1 Pseudo-algorithm

Due to Assumption we may estimate by using nested Monte Carlo in the spirit of Sec-
tion In view of the monotonicity of the (conditional) expectation, it is easily verified that,
upon replacing the expectation and conditional expectations in , and hence in , by nested
Monte Carlo simulation due to outer trajectories and sub-trajectories, respectively, one obtains a
“biased high” estimator. That is, one obtains an estimator with expectation larger than Yy *. In

pseudo-algorithmic terms, we proceed in the following way.
e Forn=1to N:
— Simulate trajectory number n with rewards (U, i(n))i:0
and Np is path-wise defined in (2.7));

— Following the construction of (4.4) in the pseudo-algorithm of Section estimate,
for all i, 0 <1i < Np, the conditional expectations in (4.7)) by

N;n), where UZ.(") - Z(Ti(n),X(”) )

)

B, ~ Eg U],

i+1
due to M sub-simulations;
— Construct initially gg" = 1{0(”)>0} (Uo - Ef’()) ~ 0;". Next, after having constructed
0

(5:?‘7” for 0 <i < N\™ , construct

a, . £SO, ( ) 7+1 " ( )N g,
Opfy o= 0] + 1{0(”) Si+1} (UiZ1 - By ) + B - U =000

i+1
in view of (4.9));
e Estimate the duality gap in (4.8) by

1 N

Ag = — max 07" (4.10)
N ;0<i<Né”) Z

We now obtain as an upper-biased estimate for the dual upper bound,

Yo =Yy + A, (4.11)
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where the lower-biased estimate ffoa of Yy may be obtained by an unbiased non-nested Monte Carlo
estimation due to a sufficiently large number of trajectories. We finally note that, concerning the

number of sub-simulations involved, a remark similar to Remark [14] also applies here.

5 Numerical Illustrations

To illustrate the performance and general applicability of the numerical methods introduced in
Section [ we begin by considering an example that admits an analytical solution in Section [5.1]
Next, we extend in Section the max-call example from [5] to a random exercise opportunities
setting, allowing for various dependence structures between the process generating the stopping

opportunities and the process generating the reward.

5.1 Stopped geometric Brownian motion with jumps

To analyze the performance of our algorithms for a problem admitting an explicit, analytical

solution, which can serve as a benchmark, we consider a geometric Brownian motion with jumps:

X, = Xoe(,tt—%O'Q)t—i-aWt—i-Nt In(1+7) : (5.1)

where Xg > 0, u € R, ¢ > 0 and j > —1 are known constants. Here, W is a standard Brownian
motion and N is a homogeneous Poisson process with intensity A > 0, assumed to be mutually

independent. We consider the problem of stopping the reward
Zt == thl{tST}? (52)

for a given power preference parameter n > 0 and time horizon 7" > 0, on {7;,..., 71k} with
i € Np, the set of 7; and the first K > 1 jump times of N that occur strictly after i. We wish to

determine, for i € Ny,

K K
Yi( )= ess sup Eg, [Z;,] , C’i( )= ess sup Eg, [Z.,],
i<n<i+K i+1<n<i+K
with 79 := 0. These definitions are similar to the ones in (2.10)—(2.11]) but for ease of exposition we
specify in this subsection K remaining stopping opportunities instead of K opportunities in total.

Letting

1
€= pn+ 50277(77 1) =X, =M1+, (5.3)

a straightforward application of Itd’s formula shows that if £ + ¢ < 0, (Z;, )ken is a G-super-
martingale. Since it equals its own Snell envelope in this case, it is then always optimal to stop
at the first opportunity. Note that we do not need to impose that Z is an F-super-martingale at

all times to conclude that we should stop as soon as possible, only that (Z;, )ren is a G-super-
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martingale. If that is the case, the following is immediate:

Lemma 16 If¢+¢ <0, then & < 0 and, for any K € NU{oo}, it is optimal to stop immediately,
(K)
s0Y;

Z when stopped at the first opportunity, so

= Z,. Furthermore, we have that the continuation value C’i(K) equals the expected value of

T—r;
e = Eg, [2,.,,] = /0 PeS X ds = Xg“é’ <65<T—Ti> - 1) .

By induction on K and a limiting argument, we may also find a solution for the case when £ > 0:

Theorem 17 Assume £ > 0. For finite K > 1 and K = oo, it is optimal to stop at time 7; < T if
and only if

o> =T —

(K)

The corresponding optimal values are Y; "' = X7tV CZ-(K) with:

oV = X;@? (eﬂT*ﬂ') _ 1) ,

C‘K) - 1{Ti2t*}0i(1) + 1{Ti<t*} X;'?ieé(t*_n)zl((t* - Ti)a I<K< 0,

2

O = Loy O 4 Ly Xl EHDU0),

(2

where

3

with U and vi the upper and lower Gamma functions of order K, respectively.

C Tr(Ys) 4o vx(=€s) [ " g,
ZK(S)‘(I?—1>!€“<2—1>!< )eé’

Proof. See Appendix[A7 =

In Figure [1} we visualize the scaled solutions of Theorem [17] for different characteristics of the
arrival process inducing the exercise opportunities and different parameters of the geometric Brow-
nian motion with jumps. We notice that for the parameter values used here, the effect of allowing
for at most 1, 3 or an unlimited number of randomly arriving remaining exercise opportunities is
much smaller than the effect of changing the size of the downward jumps or the expected number of
exercise opportunities before maturity. The optimal stopping times in terms of the remaining time
to maturity have been indicated by circles in Figure They correspond to the point in time at
which the scaled value function equals one. As expected, stopping tends to take place later (hence,
T — t* is smaller) when the expected number of remaining exercise opportunities is larger and/or
when future values of the geometric Brownian motion with jumps have a higher expected value.

The explicit form of the value function makes this optimal stopping problem a suitable bench-
mark to test our random times primal-dual approach. In Table |1} we display the corresponding
estimates provided by the algorithms from Sections and The estimates from the random
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Randomized stopping of geometric Brownian motion with jumps
Xo=1,n=2, 0 =20%

7 1

0 0.5 1 1.5 2 2.5 3
T— T;

Figure 1: Randomized stopping of geometric Brownian motions with jumps.

Notes. The scaled value function Yi(K) /X7 is displayed for different remaining times to maturity 7'—7;. The different
lines correspond to the cases shown in Table[T} see there for a more detailed description of the model and assumptions.
The black circles indicate the remaining time to maturities 7" — t* where it becomes optimal to stop, i.e., the times

where Y;.<K) = X7.. We notice that the second and third cases (the red and yellow lines) are almost indistinguishable.

times LSMC and dual algorithms are close to the exact value functions from Theorem [L7] across
various specifications, and duality gaps are of the order 0.1%. As the least-squares method requires
a finite horizon, we have used the finite-horizon approximation due to Lemma, [12| for all problems
with K = oo and for all methods, to ensure a fair comparison. Specifically, we have determined a
suitable K’ by simulating with 100,000 simulated paths and ¢ = 0.001. All simulated paths

have been generated in antithetic pairs.

5.2 Max-call option

In view of the good performance of our random times LSMC primal-dual algorithm in the bench-
mark example, we now analyze our algorithms in a more complex example for which analytic
reference values are no longer available. To illustrate the flexibility of our set-up, we consider sev-
eral extensions of the max-call example in [5]. The objective is to optimally exercise a max-call

contract on d assets with maturity date T', for which the payoff if exercised at time ¢ is given by

) +
Zy=e <.max X — IC) Ly<ry - (5.4)

j=1,....d
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j K pu X T| True LSMC (s.e.) Dual (s.e.)
005 1 02 1 3] 131125 1.31103 (0.00066) 1.31103 (0.00000)
-0.05 3 02 1 3| 1.52503 1.52484 (0.00096) 1.52507 (0.00006)
-0.05 oo 0.2 1 3| 1.54483 1.54443 (0.00099) 1.54498 (0.00012)
-0.05 oo 02 1 11069104 0.69101 (0.00042) 0.69101 (0.00000)
0.05 oo 05 2 3| 646847 6.47332 (0.00482) 6.47560 (0.00041)

0 oo 02 1 3| 196392 1.96316 (0.00135) 1.96399 (0.00024)

Table 1: Randomized stopping of geometric Brownian motion with jumps.

Notes. This table displays estimated values of YO(K) under homogeneous Poisson opportunities with rate A. X; follows
with Xo = 1, 0 = 20% and various specifications for the remaining model parameters, whereas Z; follows
with 7 = 2. Column True contains the true values (from Theorem [I7). Column LSMC contains the lower-biased
estimates based on the random times LSMC algorithm of Section -1 with 200,000 and 2,000,000 independent paths for
the backward and forward passes, respectively, along with its standard error. The continuation values are estimated
by using the basis functions (¢, z) — t'e?, i+ j < 3. Column Dual contains the upper-biased estimates based on the
dual algorithm in Section using 1,500 paths and Doob martingales based on the estimated LSMC policy,
where conditional expectations have been estimated using 10,000 sub-simulations, along with its standard error. All

simulated paths have been generated in antithetic pairs.

Here, the th are jump-diffusions, interpreted as underlying asset prices driving the value of potential

investment projects, with dynamics governed by the following stochastic differential equations:
AX] = (r — & — (AN X dt + o7 X] AW] + 1 X]_dN] |, j=1,....,d,

where the Wt] are independent standard Brownian motions, the th are independent homogeneous
Poisson processes with arrival rates )\f} > 0, with the I/VtJ and the th assumed to be mutually

independent, and 7, &7, ,u?'] € (—1,00) and o7 > 0 are deterministic constants.

5.2.1 Reward-independent Poissonian arrivals of stopping opportunities

We begin by considering the stopping problem ({2.2)) for the reward ([5.4)) with stopping opportunities

generated according to a reward-independent homogeneous Poisson process with rate A:
Titl =T + 0y M~ EXp(/\) iid, 7 =0. (55)

Hence, this example can be seen as (a multi-dimensional, jump-diffusion extension of) the finite-
horizon counterpart of the perpetual call considered e.g., in [18].

Table [2| displays value function estimates obtained by using the random times LSMC method
of Section the dual method of Section and the policy iteration (PI) method of Section
respectively, for the case of d = 5 assets with 7' = 3, r = 5%, 6/ = 10%, 0/ = 20% and )\?] = uﬂ =0.
Note that the duality gaps, i.e., the differences between random times LSMC and dual estimates, are
typically (very) small (less than 0.4% of the option value), and are generally slightly increasing with
the arrival rate A of stopping opportunities. The fact that random times LSMC already performs
very well, leaving little room for further improvement, motivates our use of a trivial initial policy for

the policy iteration method in this table: if we were to consider policy iteration over random times
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LSMC initial policies, standard errors would dominate the improvements of the policy iteration
method. The trivial policy consists in stopping as soon as Z,, >0 or 7; > T

We consider the case with jumps ()\JJ =1, ,uf, = 0.06) in Table For comparison, we also
provide Tables[T0HIT]and [I2HI3|for the cases with d = 1 and d = 2 assets in Appendix[B] The duality
gaps and standard errors are (even) smaller there, which is to be expected when the dimension of the
problem is smaller. The results in Tables [2| and [11| may be viewed as the random times counterpart
of Table 2 in [5], which considers a Bermudan max-call option on the same underlying assets. More
specifically, let us consider the case d = 2,5 in Tables [2| and 11| and compare our results to those in
Table 2 of [5]. They consider 9 equidistant exercise opportunities on the interval [0, 3], whereas in
our setting there are in expectation AT = {3,9,15} times at which the contract may be exercised.
It is remarkable that, even for the case A = 5, i.e., when there are 15 exercise opportunities in
expectation, our estimated values are substantially lower than those in [5]: the difference is about
0.4% (d = 2) and 1.0$ (d = 5), which amounts to 3% to 4% of the asset price. For A = 1,3,
this difference is even (much) larger. This entails that there is a substantial premium on “market
frictions”.

To analyze these effects in more detail, we compute the probability of not exercising, P(7* > T'),
the expected time to maturity at exercise, E[T' — 7*|7* < T, and the opportunity risk and timing

risk mentioned in the Introduction, and formally defined as

Ro:=  sw  E[Z]- sup E(Z]
F-stopping time t, t€Tx F-stopping time t, te T U{T'}

Rp = sup E[Z] - sup E(Z], K=|E|Y locr||,
F-stopping time t, t€TxU{T'} F-stopping time t, t€t,...,t P

where the problems Supp_giopping time t, te7ru{T} E [Z] and SUDF._gtopping time t, tet,. otz E[Z] may be
computed by the (deterministic-times) counterparts of the algorithms used. We pick ¢; = %T, such
that the last term in Ry corresponds to a Bermudan stopping problem with equidistant stopping
opportunities.

Table {| illustrates how the timing risk and the opportunity risk are sizeable for the max-call
example, and vary with arrival rates and initial conditions. We note that for this problem, both
opportunity and timing risk increase with A\, whereas the expected time to maturity at exercise
and the probability of stopping after T" decrease with .

We note also that our methods are not limited to dimension d = 5 and show in Table[5|that good
results may be obtained for dimensions easily up to d = 100. As expected, when the dimension
increases, the duality gaps between random times LSMC and Dual become slightly larger, now
leaving some room for improvement by invoking the policy iteration method. Specifically, we find
that a single step of policy iteration over the random times LSMC based policy yields results that

are (very) close to the Dual estimates.
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A Xy H LSMC (s.e.) Dual (s.e.) Trivial (s.e.) Trivial-PI (s.e.)
1 90 | 11.67443 (0.01032) 11.68861 (0.00307)  9.16316 (0.00838) 11.65284  (0.03108)
100 || 19.53414 (0.01284) 19.55874 (0.00417) 14.74861 (0.01012) 19.50832  (0.04418)
110 || 28.64464 (0.01503) 28.69280 (0.00669) 24.45769 (0.01185) 28.59180  (0.04894)
3 90 || 15.01530 (0.01087) 15.06641 (0.01824)  7.28141 (0.00574) 14.73748  (0.04027)
100 || 24.15326 (0.01308) 24.22701 (0.02013) 10.88004 (0.00670)  23.76937 (0.05106)
110 || 34.44991 (0.01486) 34.55357 (0.02302) 21.12589 (0.00757)  33.96516 (0.05650)
5 90 || 15.76541 (0.01098) 15.81797 (0.00450) 5.87923  (0.00451) 15.23885  (0.03972)
100 || 25.09820 (0.01317) 25.19821 (0.00827) 8.74741  (0.00528) 24.30068  (0.04866)
110 || 35.56730 (0.01488) 35.70128 (0.00905) 19.02219 (0.00595)  34.61747 (0.05376)

Table 2: Value of a max-call option on random times (d = 5).

Notes. This table displays estimated values of YO(OO) in the optimal stopping problem for payoff with strike
price K = 100 and independent Poissonian arrivals of stopping opportunities defined in with d = 5 independent
geometric Brownian motions (without jumps, Mf} = )\?, = 0) and with varying arrival rates A and initial asset prices
Xo. Column LSMC contains the lower-biased estimates based on the random times LSMC algorithm of Section
and column Dual contains the upper-biased estimates based on the dual algorithm in Section and the
estimated LSMC policy; standard errors for the dual estimates are the standard errors of the duality gap .
Both algorithms use the same settings as in Table |1 except for the basis functions: as in [5], we use basis functions in
the ordered asset prices Xt(l) >...> Xt(d). The continuation values in the LSMC algorithm are estimated by using
the basis functions (¢, zM, x(z)) =t (x(l))j <x<2))k, i+ 7+ k <5. Column Trivial corresponds to stopping as soon
as Zr; > 0 or 7, > T and column Trivial-PI contains the results of the policy iteration method with 100,000
outer paths, 500 inner paths and a window length k = K’. All simulated paths have been generated in antithetic

pairs.
A Xo | LSMC (s.e.) Dual (s.e.) Trivial (s.e.) Trivial-PI (s.e.)
1 90 | 12.76951 (0.01119) 12.78354 (0.00372) 9.07336  (0.00003) 12.71436 (0.03361)
100 || 20.79173 (0.01380) 20.81643 (0.00473) 15.64744 (0.01082) 20.76846  (0.04722)
110 || 29.99001 (0.01605) 30.03046 (0.00536) 25.40365 (0.01261)  29.96612 (0.05241)
3 90 || 16.37745 (0.01179) 16.41311 (0.00401)  7.85547 (0.00616)  16.11181 (0.04371)
100 || 25.70427 (0.01408) 25.76604 (0.00716) 11.50560 (0.00716)  25.26734 (0.05468)
110 || 36.12987 (0.01597) 36.21073 (0.00697) 21.76685 (0.00808) 35.60821  (0.06066)
5 90 || 17.18631 (0.01192) 17.36115 (0.09173) 6.33664  (0.00484) 16.69437  (0.04318)
100 || 26.71960 (0.01418) 26.97080 (0.10666)  9.24555 (0.00564)  25.97468 (0.05221)
110 || 37.32898 (0.01603) 37.63602 (0.12062) 19.52885 (0.00636)  36.37071 (0.05770)

Table 3: Value of a max-call option on random times with jumps (d = 5).

Notes. This table displays estimated values of YO(OO) in the optimal stopping problem for payoff with strike
price K = 100 and independent Poissonian arrivals of stopping opportunities defined in with d = 5 independent
geometric Brownian motions with jumps, u'?} = 0.06 and )\JJ = 1 and with varying arrival rates A and initial asset

prices Xo. The respective algorithms are carried out as described in the caption of Table

5.2.2 Reward-dependent Poissonian arrivals of stopping opportunities

We now introduce a form of dependence between the stopping opportunities 7; and the process X;
driving the reward. Specifically, we consider the payoff (5.4 with potential stopping opportunities
generated according to a Poisson process with rate A. The potential opportunities to stop constitute

d)

only genuine opportunities to stop when the lowest asset price among d asset prices, Xt( , lies above
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A Xo H E[T — 7*|* <T] (se.) P(r*>T) (s.e.) Ro Ry
1 90 1.18156  (0.00062) 0.43962 (0.00017) -4.03581 -0.28296
100 1.33435 (O 00056) 0.27743 (0 00014) -5.25015 -0.46380
110 1.45362 (0 00053) 0.18089 (O 00010) -6.35926 -0.63461
3 90 0.99291  (0.00053) 0.34714 (0.00016) -1.34970 -0.25629
100 1.11190  (0.00049) 0.18858  (0.00011) -1.59880 -0.36390
110 1.20112  (0.00046) 0.09639 (0.00006) -1.81204 -0.46686
5 90 0.93253 (O 00053) 0.33563 (0 00016) -0.80653 -0.19892
100 1.03873 (0 00049) 0.17846 (0 00010) -0.95009 -0.27320
110 1.12509  (0.00047) 0.08612 (0.00006) -1.06166 -0.34326

Table 4: Various properties and risks of a max-call option on random times (d =

Notes.

5).

This table displays the expected time to maturity at exercise, E[T" — 7%|7* < T], the probability of not

exercising, P(7* > T), and the opportunity risk, Ro, and timing risk, Rrp, for the stopping problem analyzed in
Table E[T — 7*|7* < T] and P(7* > T) are based on Monte Carlo estimates using the 2,000,000 paths of the
forward pass of the LSMC algorithm. Ro and Rr are computed as differences between LSMC estimates of both
components in their respective definitions. All simulated paths have been generated in antithetic pairs.

A d| LSMC (s.e.) LSMC-PI (s.e.) Dual (s.e.)
1 10 [ 28.01203 (0.01470)  28.05150 (0.02168) 28.06987 (0.00719)
20 || 36.87827 (0.01666)  36.88446 (0.02498) 36.94684 (0.00932)

50 || 48.54796 (0.01966)  48.59752  (0.02934) 48.61604  (0.00929)

100 || 57.29451 (0.02220)  57.33810 (0.03228) 57.35563  (0.00947)

3 10 || 34.81370 (0.01437)  34.88107 (0.02419) 34.88875 (0.00653)
20 || 46.15149 (0.01539)  46.24209 (0.02698) 46.24795 (0.00892)

50 || 61.23947 (0.01692)  61.28060 (0.03034) 61.34735 (0.00969)

100 || 72.62265 (0.01847)  72.61737 (0.03395) 72.75048 (0.01125)

5 10 || 36.34189 (0.01446)  36.46260 (0.02644) 36.50452 (0.01622)
20 | 48.40340 (0.01527)  48.53107 (0.02914) 48.57309 (0.01144)

50 || 64.49434 (0.01636)  64.58681 (0.03271) 64.69898 (0.01402)

100 || 76.67618 (0.01754)  76.76847 (0.03541) 76.93326 (0.02325)

Table 5: Value of a max-call option on random times (varying d).

Notes. This table displays estimated values of YO<°°> in the optimal stopping problem for payoff with strike price
K = 100 and independent Poissonian arrivals of stopping opportunities defined in with d independent geometric
Brownian motions (without jumps, ,uf] = )\f] = 0), with initial asset prices X¢ = 100.0, and with varying arrival rates
A. Column LSMC contains the lower-biased estimates based on the random times LSMC algorithm of Section [£1]
and column Dual contains the upper-biased estimates based on the dual algorithm in Section and the
estimated LSMC policy; standard errors for the dual estimates are the standard errors of the duality gap .
Both algorithms use the same settings as in Table [1} except for the basis functions: as in [5], we use basis functions
in the ordered asset prices Xt(l) > ... 2> Xt(d). The contlnuatlon values in the LSMC algorithm are estimated by
using the basis functions (t,x(l),x@)) — (:c( 1 :r(z) , i+ 7+ k < 5. Column LSMC-PI contains the results of
the policy iteration method 7 starting from the LSMC estimates, with 100,000 outer paths, 500 inner paths and

a window length x = K’. All simulated paths have been generated in antithetic pairs.

a given threshold value X, > 0 at that time, i.e.:

n; ~ Exp(\) iid.,

vj

Vi1 =V + 15, v =0,

Tit1 = inf{y; 1 v; > 7, T0=0. (5.6)
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d X Xo| LsMC (s.e.) Dual (s.e.) Threshold (s.e.) Threshold-PI (s.e.)
5 5 90 10.70117 (0.00872) 11.16820 (0.03041) 10.23629  (0.00819) 11.05121  (0.02260)
100 || 21.02792  (0.01158) 21.99106 (0.04818) 19.90658  (0.01098) 21.45137  (0.03356)

110 || 32.59407 (0.01380) 33.76811 (0.05761)  30.77168  (0.01311) 32.93245  (0.04233)

10 90 || 11.39417 (0.00874) 12.10415 (0.03554) 10.84847  (0.00819) 11.75694  (0.02403)

100 || 21.80430 (0.01154) 23.16668 (0.05569) 20.66690  (0.01095) 22.19446  (0.03490)

110 || 33.43591 (0.01373) 35.07910 (0.06711)  31.74492 (0.01311) 33.69887  (0.04304)

10 5 90 || 12.56657 (0.00848) 13.27405  (0.04561) 12.12012  (0.00823) 13.11287  (0.02374)
100 || 26.00339 (0.01161) 27.40261  (0.06667) 24.75869  (0.01108) 26.93033  (0.03735)

110 || 40.34155 (0.01417) 42.38168 (0.08850)  38.29985  (0.01360) 41.35958  (0.04856)

10 90 || 13.58689 (0.00847) 14.64311  (0.05502) 13.03969  (0.00813) 14.26980  (0.02578)

100 || 27.20783  (0.01150) 29.39729  (0.08570) 25.94181  (0.01110) 28.13476  (0.03892)

110 || 41.60750 (0.01398) 44.69199  (0.10200)  39.67943  (0.01358) 42.49327  (0.04899)

Table 6: Value of a max-call option on reward-dependent random times (varying d).

Notes. This table displays estimated values of YO(OO) in the optimal stopping problem for payoff with strike price
K = 100 and reward-dependent Poissonian arrivals of stopping opportunities defined in with d independent
geometric Brownian motions (without jumps, ,uf} = )\f} = 0) and with varying arrival rates A and initial asset prices
Xo, where X, = 60. All columns are determined as in Table |2} except for the policy iteration columns: Threshold
and Pl-threshold are based on the backward dynamic programming method with a threshold policy rather than
a trivial initial policy as in Table

To illustrate the performance of the policy iteration method when the initial policy is already
somewhat informed, we now use the backward dynamic programming procedure of Section [£.1] with
the threshold-based strategy in . to determine the initial policy. Table |§| displays the results.

Table |§| shows that a single step of policy iteration over the threshold policy based on
may already lead to estimates that are close to those obtained by the random times LSMC method
with many basis functions, and appear to be always larger than the random times LSMC
lower bound. If the dimension cardinality of the underlying process is relatively low, the random
times LSMC method will usually be computationally faster, since the simulation due to the iterated
policy requires one degree of nesting. However, it is known that the LSMC method suffers from
the curse of dimensionality, in contrast to the policy iteration methodﬂ

This phenomenon is in line with findings from the existing literature on deterministic stopping
opportunities, and illustrates how policy iteration may help mitigate the curse of dimensionality. For
instance, in [8] it was demonstrated that for an exotic cancelable coupon swap with 20 underlying
assets, the classical Longstaff-Schwartz LSMC algorithm with 300 basis functions did not give
satisfactory results (duality gaps of around 5% in relative terms). This stands in stark contrast
with a one step improvement of an input policy, obtained via the classical Longstaff-Schwartz
algorithm with a low number of basis functions, which yields duality gaps of under 1.5% in relative
terms, and moreover is up to 8 times faster.

It is likely that for (very) high-dimensional underlying processes, a combination of random

3In this respect, we note that the relatively large duality gaps for LSMC may partially be attributed to the
(somewhat coarse) choice of basis functions: although the arrivals of the opportunities depend on Xt(d), no basis
functions in this term are used for d > 3. As the effect of this is less pronounced for small A and the PI method uses
fewer paths due to its increased computational complexity, the associated larger standard deviations partially nullify
the improvement for smaller A, whereas the gains from policy iteration become more sizeable as A, and correspondingly
the duality gaps for LSMC, increases.
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times LSMC with policy improvement may be (much) more efficient than running the random
times LSMC algorithm alone with many basis functions. We consider this an interesting topic for

a detailed further study, but beyond the scope of the present paper.

6 Real options application

In this section, we analyze a real options pricing problem, to further illustrate the managerial
implications of randomly arriving opportunities to stop. We suppose that an agent owns an illiquid
asset, e.g., a piece of real estate or an art object, where illiquid means that a potential buyer is not
always directly available and may arrive randomly. The agent attaches a monetary time-invariant
value of IC to the asset, but she may try to sell the asset at the prevailing time-varying market price
X, if a buyer appears at that time instance, i.e., at ¢ = 7;. Of course, she will only choose to do so
if the market price is sufficiently large, and in any case larger than ICE|

The overall value of the asset for the agent thus consists of two parts: the monetary value
attached to it and the option value of selling the asset at a price X,, beyond K. We suppose that
X evolves according to a geometric Brownian motion with log-normal jump sizes J;, with mean 1

and that occur at the arrival times of buyers, i.e., at ¢t = 7, hence:

dXy = (r—6)Xydt + o X, dWy + X, > (J;—1), J; ~ LogNormal(1,0) iid., (6.1)

t:TZ‘

with Xg >, r, §, 0 > 0, 05 > 0 known constants. These dynamics underscore the advantage of
simulation-based methods over Markov generator-based methods: the infinitesimal Markov gener-
ator for would be non-local, which means that its discretized matrix is non-sparse; in such
cases, finite-difference methods typically become numerically costly in higher dimensionsﬁ

We will study the option value, which means that the reward process of interest in this section
is given by Z; = e "(X; — K)*, corresponding to the discounted payoff of a call option contract.
We suppose that the agent is only considering to sell the asset over a three years time window, i.e.,
T = 3; if the asset is not sold by that time, the agent will retain the asset. In the previous section,
we have seen that in a low-dimensional setting random times LSMC performs comparably to policy
iteration. As this example is meant to illustrate the implications of randomly arriving stopping
opportunities, and in particular the role of feedback, we focus only on lower- and upper-biased
estimates based on the random times LSMC and dual algorithms, respectively.

In this application, it is natural to consider various dynamics for the arrivals of prospective
buyers and thus for the stopping opportunities in (2.1). Buyers may arrive independently of ev-
erything else, or with a rate that depends on previous arrivals or the current market price of the
asset. We will illustrate how the probability of not exercising, P(7* > T'), the expected time to
maturity at exercise, E[T" — 7*|7 < T, and the opportunity and timing risks, Rp and Rp, vary

“This application follows the spirit of [I7] but with randomly arriving stopping opportunities.
®See [14] for an in-depth analysis.
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with the arrival dynamics of stopping opportunities and the dependence structure between arrivals

of stopping opportunities and asset dynamics.

6.1 Reward-independent arrival of buyers

We begin by considering two cases in which buyers arrive either at fixed moments, say at the end

of each year, i.e.,

Ber __ _Ber
Tit1 =T T e

with K =T = 3, or according to a Poisson process that is independent of the reward Z;, i.e.,

0=0, i=0,....K—1, (6.2)

A =, 10=0, mi~Exp()) iid, i=0,1,..., (6.3)

)

with A = 1. Note that when opportunities follow (6.3]), there is both timing risk and opportunity

risk involved in the stopping decision at time TiP °i; the length of the time increment TZ-P_):)li — TiPOi is

er ante unknown and it may happen that 7'75?11 occurs after T.

The presence of timing risk and opportunity risk does not entail that decision problems where
opportunities follow are in general always to be preferred to decision problems where
applies: as a simple example, suppose Z; = 1 + sin(%t +a), a € {0,7}, and consider 75 < T.
If a =0, Z ger =0, whereas if a = 7, Z_per = 2, which are the minimal and maximal rewards
possible, resI;ectively. So, if a = 0, the agént clearly prefers Poissonian opportunities despite the
presence of opportunity risk, as these attain a positive reward with positive probability. However,
if a = 7, the agent prefers Bermudan opportunities, which achieve higher rewards than Poissonian
opportunities with probability one as both the timing risk and opportunity risk make Poissonian
arrivals less favorable.

Both forms of risk are also present, and sizeable, under reward-independent Poissonian arrivals
in the context of the reward in the present section, as illustrated in the first two rows of Table

leading on average to stopping earlier.

6.2 Arrival rates with feedback mechanisms

Next, we analyze the case that the arrival of buyers is affected by previous arrivals or by the current
market price of the asset. This may be modeled by a cadlag point process N; for the number of

buyers with (left-continuous, predictable) stochastic jump intensity A¢, where, as A | 0,

]P)(NtJrA = Nt‘]:t) =1- )\tA + O(A) s P(Nt+A - Nt == ].|J—"t) == )\tA + O(A) s
P(Niin — N; > 2|F) = o(A), 78 =inf{t: N; =i}.

To let the arrival rate depend upon previous arrivals, we suppose that (N, A¢) follows a Hawkes

process with exponential kernel ([27]), which introduces a self-exciting feature:

dMIY — o (yp — W) dt + BdN; . (6.4)
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Arrivals || LSMC (s.e.) Dual (s.e.) E[TtM] P(r*>1T) Ro Ry
Bermudan || 7.54039 (0.00891) 7.54071 (0.00014) 0.42816 0.00000  0.00000  0.00000
Poisson || 6.04603  (0.00792) 6.04657 (0.00022) 1.58655 0.66616 -1.19929 -0.29507
Hawkes(0.3) || 5.68566 (0.00773) 5.68705 (0.00052) 1.60190 0.68344 -1.48159 -0.37314
Hawkes(0.9) || 4.08941 (0.00656) 4.09257 (0.00144) 1.74170 0.76196 -2.79049 -0.66049
Feedback(-1) || 2.07946 (0.00383) 2.07947 (0.00001) 1.62801 0.76158 -4.18977 -1.27115
Feedback(1) || 6.99131 (0.00815) 6.99558 (0.00126) 1.55637 0.64199 -0.60036  0.05128

Table 7: Option value of the asset with buyers arriving at random times.

Notes. This table displays estimated values of YO(K) and its properties in the optimal stopping problem for reward
Zy = e "(X; — 100)" with price process (without jumps, o5 = 0%) and specifications 7 for .
Column LSMC contains the lower-biased estimates based on the random times LSMC algorithm of Section [£.I] and
column Dual contains the upper-biased estimates based on the dual algorithm in Sectionand the estimated LSMC
policy as input for ; standard errors for the dual estimates are the standard errors of the duality gap . Both
algorithms use the same settings as in Table [I} except for the choice of basis functions: denote by deg the effective
state dimension (number of assets + time variable + any state variables needed for the arrival process), then we
use {(Y1, .- Yaog) = L1047t 2 320 j; < 5} as basis functions. E[TtM] := E[T — 7*|7 < T] is the expected time
to maturity at exercise, P(7* > T') the probability of not exercising, Ro measures the opportunity risk and Rr the
timing risk. The measures E[TtM], P(7* > T'), Ro and Ry are computed as in Table

Arrivals H LSMC (s.e Dual (s.e

) )
Bermudan || 8.79715 (0.01045) 8.79767 (0.00023) 0.40733 0.00000  0.00000  0.00000
Poisson || 7.53311 (0.00937) 7.53705 (0.00127) 1.62419 0.65759 -1.19040 -0.07364
Hawkes(0.3) || 7.12238 (0.00914) 7.13228 (0.00537) 1.64638 0.67436 -1.46015 -0.21462
Hawkes(0.9) || 5.37431 (0.00817) 5.38934 (0.00515) 1.77864 0.75885 -2.78202 -0.64082

E[TtM] P(r* > T) Ro Rr

Table 8: Option value of the asset with buyers arriving at random times and where arrivals cause
price jumps.

Notes. This table displays estimated values of YO(K) and its properties in the optimal stopping problem for reward
Z; = e~ " (X:—100)" with price process (6.1)) (with jumps, o; = 10%) and specifications 7 for . Details
for the respective algorithms are provided in the caption of Table |7} E[TtM] := E[T — 7|7 < T7] is the expected time
to maturity at exercise, P(7* > T') the probability of not exercising, Ro measures the opportunity risk and Ry the

timing risk.

That is, upon the occurrence of arrivals, the arrival intensity ramps up, by 5 > 0, making future
arrivals temporarily more likely, after which there is mean reversion at rate o > 3 to a level ¢ > 0.
For the sake of comparison, we consider two parameter specifications for A\; such that E[N\] =1, Vi,
which means that the expected arrival rate at any point in time is the same as under the Poissonian
arrivals (6.3). In turn this means that E[Ny] = 3, the (expected) number of buyers under the
Bermudan arrivals (6.2). In particular, we consider either a = 1, 8 = 3/10, ¢ = 7/10, Ao = 1
(denoted Hawkes(0.3)) or o =1,  =9/10, ¢ =1/10, A\g = 1 (denoted Hawkes(0.9)).

In Tables [7] and [8], we observe that the option value under Hawkes arrivals is lower than that
under Poissonian arrivals, which is due to both a larger (absolute value of) opportunity and timing
risk, both of which are moreover increasing with the degree of clustering. Indeed, due to the
self-exciting nature of Hawkes arrivals and the condition that E[\;] = 1, the variation of inter-
arrival times increases with the degree of clustering, i.e., with §; hence, the timing risk is larger.
Furthermore, under the condition E[\;] = 1, one may show that P(r{°! > T') < P(r{1&% > T'), which
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explains why the opportunity risk is larger under Hawkes arrivals. From a managerial point of view,
when only E[)\;] or E[N7] is available, it is thus important not to confuse self-exciting arrivals with
Poissonian or Bermudan arrivals: Hawkes arrivals reduce the option value and require stopping
earlier on average. Upon comparing Tables [7] and [§ we see that the option value increases overall
when arrivals of stopping opportunities lead to price jumps. Indeed, the expected call option payoff
benefits from upward potential due to the price jumps.

We may also let the arrival rate of stopping opportunities depend upon current market prices

by setting
A= A(t, Xy, ), where At z,¢) = (1—¢) 4+ 20Fx,(z), ¢e€[-1,1], (6.5)

assuming oy = 0 (i.e., no price jumps), with Fx, denoting the cumulative distribution of X;. This
entails that )\f and X; move in the same direction if ¢ > 0 and in opposite directions if ¢ < 0.
Note that E[)\f] = 1. We denote the extremal cases ¢ = —1 and ¢ = 1 by Feedback(—1) and
Feedback(1), respectively.

The associated results are displayed in the last two rows of Table [} Note that Poissonian
arrivals correspond to Feedback(0). Upon comparing the values we see that both the opportunity
risk and the timing risk become more pronounced (i.e., more negative) as the feedback becomes
more negative. Under positive feedback, when the option becomes attractive (i.e., high market
price of the asset), the corresponding increased arrival rate of stopping opportunities is beneficial.
These insights underscore the importance of the ability to account for the relevant dependence

structure and feedback mechanisms.

6.3 Cross-exciting arrivals

We finally analyze a more complex form of dependence between arrivals and prices. Specifically, we
assume price jumps and arrivals of stopping opportunities are jointly driven by a two-dimensional
Hawkes process with exponential kernel ([27, [I 2]), which allows for cross-excitation between the

number of stopping opportunities, N}!, and the number of price jumps, N7:

P(Nita = Ni|Ft) =1 = MNA+0(d), P(Nia — N =1|F) = XA +o(4),

P(N/in — N} > 2|F) =0(A), 7 =inf{t: N} =i},

d\i = a(yp — A dt + BAN} + pdNZ™", i=1,2, (6.6)
dXy = (r = 6) Xy dt + 0 Xy AW, + X;— Jy2 AN?,  J; ~ LogNormal(1, o) i.id. (6.7)

We set r = 5%, § = 10%, o = 20% as before and fix « = 1 and ¢ = 0.1. We will vary the cross-
excitation parameter p > 0 while keeping E[\!] = 1, i = 1,2, which dictates that the self-excitation
parameter 8 = 0.9 — p ([2]). In Table [9) we denote different parameters (5, p) as Hawkes(, p).
Upon comparing rows 2—4, it is clearly visible that an increase in the degree of cross-excitation,

i.e., larger p, leads to larger values for the stopping problem, in line with (but expanding the scope
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Arrivals || LSMC (s.e.) Dual (s.e.) E[TtM] P(r*>1T) Ro Rr
Bermudan || 8.79715 (0.01045) 8.79767 (0.00023) 0.40733 0.00000  0.00000  0.00000
Hawkes(0.9,0) || 4.67110  (0.00773) 4.68102 (0.00423) 1.71095 0.76522  -3.40758  -0.71847
Hawkes(0.6,0.3) || 5.58933 (0.00853) 5.62453 (0.01209) 1.63582 0.73352  -2.61380  -0.59402
Hawkes(0.3,0.6) || 5.85595 (0.00864) 5.88006 (0.00655) 1.61496 0.72337 -2.39815 -0.54305

Table 9: Option value of the asset with buyers arriving at random times where price and arrivals
are driven by a Hawkes process.

Notes. This table displays estimated values of YO(K) and its properties in the optimal stopping problem for reward
Zy = e "(X; — 100)" with price process and arrivals given by 7, where we set 05 = 0.1. Details for the
respective algorithms are provided in the caption of Table [7} E[TtM] := E[T' — 7*|7 < T] is the expected time to
maturity at exercise, P(7* > T') the probability of not exercising, Ro measures the opportunity risk and Rr the

timing risk.

of) the positive feedback case in the previous setting.

An interesting observation about the role of dependence can be made by comparing rows
Hawkes(0.9) in Table [§] and Hawkes(0.9,0) in Table [0} in either case, the relevant jump times
are the event times of a 1-dimensional exponential Hawkes process with the same parameters. In
Table |8 both the price jumps and stopping opportunities are generated by the same Hawkes pro-
cess, whereas in Table |§|7 both are generated by a different, independent (i.e., non-cross-exciting),
Hawkes process; under this independence, the value of the stopping problem is substantially lower.
This reinforces our earlier finding that the dependence between the reward and the arrival of stop-
ping opportunities plays an important role in optimal stopping with randomly arriving stopping

opportunities, and warrants the development of methods that can handle them.

7 Conclusion

In this paper, we have studied general optimal stopping problems with randomly arriving opportu-
nities to stop. Such problems occur naturally when markets display frictions (e.g., limited liquidity,
incomplete information, transaction costs) in a wide variety of settings (e.g., financial contracts, real
options, bank runs, natural resources). To encompass these, we allow for general dynamics of the
stopping opportunities and the reward process, including general forms of stochastic dependence
among them. We have recast the original problem into an equivalent integer-time, infinite-horizon
problem. In this context, we have developed, theoretically and pseudo-algorithmically, a policy
improvement approach, a dual martingale method, and a regression procedure for optimal stopping
problems with infinite horizon.

We have illustrated the good performance of our algorithms in a variety of applications, effi-
ciently yielding (very) small duality gaps, with cardinality of the state space that can easily go up to
100. We have shown that, due in part to the presence of timing risk and opportunity risk, both the
optimal value of the stopping problem and the optimal timing of the stopping decisions are substan-
tially affected when stopping opportunities become risky. In the context of a real options problem,

this is illustrated by analyzing several models of how prospective buyers may present themselves

30



for a valuable asset: at deterministic times, following Poissonian arrivals, self-exciting (Hawkes)
arrivals and price-dependent arrivals. Furthermore, we have shown that in our flexible framework,
problems with feedback, in which the arrival of buyers may lead to sudden price changes, can also
be treated.

In order to deal with multiple stopping with randomly arriving opportunities, one may follow a
similar path. In particular, the corresponding approaches for multiple stopping with finite horizon
in the literature, see for example [7] for policy iteration, [53] for the dual martingale representation,
and [12] for regression methods, may be extended to infinite-horizon problems in the spirit of this
paper.

The methods in this paper were tailored to the specific properties of stopping problems; in
future work, we intend to extend our simulation-based approach to general control problems with

random control opportunities.
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A Proofs and Auxiliary Technical Results

A.1 Properties of Problem ([2.2))

Proof of Proposition (i) For fixed n € N with n < K a.s., t := 7, is an F-stopping time
with t € Tk, 80 supyep, ner E[Un] < YO(K). Indeed, one trivially has that 7, (w) € Tk (w), and

moreover,
K

{t<ty={m<t}=J{n<ttn{n=i}eF,
1=0

since, for any i € No, {7, <t} € F; and {n=1i} € F, and so {ri <t} N{n=1i} € F, due to (2.4).
(ii) Now let t be any F-stopping time with a.s. t (w) € Tk (w). Define n: Q — Ny by

n(w) = iil{t(m:n(w)} :
i=0
Then, for any j, since both t and 7; are F-stopping times, it holds that
{t(w) =1 (W)} € FeNFry;
see e.g., [32, Lemma 2.16]. Hence,
{n(w)=jt={tw=7W}er =0,

i.e., nis a discrete G-stopping time with n < K a.s., and moreover

K
Z Uil{f:ﬂ}] =E
=1

E[Z]=E

K
> Uil{n:i}] =E[U] .
1=1

Thus, YO(K) < SUPpen, n<x E[Us]. ®

Lemma 18 Consider a sequence (7)) that satisfies (2.1)). Next, construct (1;) by setting 7o = 0
and, fori>1,

Ti = Tz'/l{T;<T} + Tl{T{_1<T/\Ti,ZT} + Tz‘,l{Ti’_lzT} : (A.8)
Then, (7;) defined by (A.8)) satisfies both (2.1) and (2.9).

Proof. We first show that (A.8) is a stopping time. For s < T, we have that

{ri<s}={r <s}eF, (A.9)
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since 7; € {T', 7/ }. Furthermore, we have that

{ri=T}= {T{fl < T} N {TZI < T}C

:<y{ﬁ4§T_i}>m<g{ﬁgT_i}y

€ Fr, Thence
{rn<T}y={rn=T}u{n <T}

1
—{m=Tyu|J{n<T-=
{7‘ }Un{T n}eFT

using (A.9). For s > T, it holds that

{ri<s}={n <T}U{T <7, <s}
:{TigT}U({T{ST}Cﬁ{T{SS})6]53.

We next show that 7,41 > 7; for all ¢ € No. Suppose that 7,41 < 7. Since 7; € {T,7/},
Titv1 € {T, TZ-/+1} , and by assumption 7/, > 7/, we must have that (a) (r; = T) A (1,41 < T') or that
(b) (Tig1 =T) A(1; = T) . On the one hand, (a) implies 7/ > T by (A.8)), and this in turn implies
Tit1 = T;, by replacing i by i + 1 in . Hence, we get 741 = 7/, > T, a contradiction. On
the other hand, (b) implies 7/ < T by , and this in turn implies 7; = 7/ by . Hence, we
get 7; < T', a contradiction. Finally, clearly, lim; ,o, 7; = 0o, and so and follow. m

Corollary 19 If in Lemma (1]) satisfies (2.3) and E[Z] is finite, then (7;) also satisfies (2.3),
albeit possibly with a larger value of B.

Proof. Note that

sup Z < sup Z% + 27,
1€Ng 1€Ng 4

and then take expectations on both sides. m

Remark 20 In practice, the bound ({2.3)), hence (2.6), may be determined by simulation. For an
analytic alternative, let us observe that condition (2.3) is implied by the somewhat stronger condition

E| sup Z| < B*, forsome B>0and a>1.

0<t<T

In the case in which the reward can be written in the form Z; = g(t, M) for some d-dimensional

martingale M, and the function g satisfies

’g(taMt)’§01 HMtHgo‘f‘C% OStST7 QZL
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where ||-|| . denotes the maz-norm in R%, it follows that

o
E| sup Z| <E [ sup (c1 [ Mel|S, +c2)”| <E (Cl sup HMtHZoJr@) ]
0<t<T 0<t<T 0<t<T
< 2a_1c‘f‘E [ sup || M]S| + 20‘_103‘
0<t<T

d
(with M = (M*);—y,..q) < 2°7'cfd™ ' Y E + 2071

=1

sup |Mt’ ‘aq
0<t<T

d
< 207 fa I CEPE SR | (M, ME)12] 4207 e
=1

using the Burkholder-Davis-Gundy inequality. The constant C’qu G is universal and explicitly known

for continuous martingales and jump martingales, respectively. Furthermore, if ag = 2 for example,

E [(Mr}, M%)] may usually be estimated explicitly for a given specific model.

Lemma 21 Let
m; =min{j >i:7; >T}, for i€ Ny.

Then,
(1) for alli € Ng, we have that U; =0 a.s. for all j > my,
(i) i <m; < oo a.s., and

(iii) m; is a G-stopping time.

Proof. (i) and (ii) follow from the assumption that Z; = 0 a.s. for all ¢ > T" and assumption ({2.3]).
(iii): Consider, for all n € Ny,

{mi=n}={m>T}n (| {m<T},

i<m<n

and so, for all s > 0,

{m; =n} N {m < s} = {m >TH0 () {mn < T} {m < s}

o e Fs, s<T
{>TINn N {m <T}n{r <s}eFs, s>T

i<m<n

That is, {m; =n} € F,, =G,. =

Proof of Proposition We note that (2.6[), which follows from assumption (2.3)), implies that
condition [48, Ch. 1, (1.1.3))] is satisfied. Following [48, Ch. 1], we then have (i) and (ii), and that
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(2.13) is an optimal stopping time that satisfies (2.14)). We next prove for the infinite horizon case
K = oo that n;”" < 0o a.s. Consider the event

esssup Eg,,, [Uy]
J+1<n<oco

} = Zi)

for some 7 € Ny. Then, with m; defined in Lemma we have on the set g,-,

A; = {nioo’* = OO} = {Vj>i : Uj < Egj

sup U,
jH1<r<co

C {Vj>i : Uj < Egj

0=Un =Y lmeyUs < Y _ m—yEq, [ sup U,
=i =t

I+1<r<oco
oo
= ZEgl =0 as.,
l=1i

1 {m;=l} sSup UT
I+1<r<oco

using that m; is a stopping time due to Lemma This implies that P (4;) <P (KJ = 0. Hence,

it follows that n?o’* <ooas N

Proof of Corollary Indeed, from item (i) in the proof of Proposition |1} we see that t* is an

F-stopping time that satisfies t* € Tx and that moreover satisfies

3= sup E[U,]=E[Up]=E[Z:].
neN, n<K

A.2 Duality
Proof of Proposition By Proposition [I] and Doob’s sampling theorem we have, for any
M e MY,

Yo=supE[Uy] =supE[Uy — M| <E [sup (Ui — M,)] . (A.10)
neN neN i>0

Note that for any 7 > 0 (empty sums being zero),

7 )
Ui— My =U; = > Y;+ Y Eg,_, [¥)] (A.11)
j=1 j=1
i—1 i—1
=Yo+Ui=Yi= ) Yi+) Eg [Yjul
=0 =0
<Y,
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due to (2.12). Hence, we have

sup (U; — M7) < Yo, (A.12)
>0

by (A-11)). We now only need to show that M° € M{'. Indeed, if M° € M{', we have

Yo <E [sup (Ui — Mf)} ,
i>0

by inequality (A.10)), and then by (A.12) we obtain statement (ii) due to the sandwich property.

Finally, (ii) combined with (A.10) yields statement (i). Let us show that M° € My'. Note that,

by @17,
|M?| < Z ‘Y] —Eg,_, [Y]H a.s. for all i > 0. (A.13)

j=1
Since Z; > 0 for t > 0, and Z; = 0 for ¢t > T, we have that Y; = Yjl(r,_ <7y 2 0 as. Hence, by the

monotone convergence theorem,

oo oo

E|N |V —Eg,_, Yj]|| =E |Y_|Y; — Eg,_, V)| 1gr, <1
j=1 | =1

oo
<E Zle{Tj_lgT} +Eg,_, [le{q_lgT}]

=1
[e.e] o

=2E |> Vil <1} | <2E sup Ui i, <1y
j=1 o g

=2E [NT sup UZ} < 00,
i€Np

due to (2.15) and using that {r;_1 < T} = {m; < j—1}° is §;_;-measurable since m; is a stop-
ping time by Lemma So the family (M), is uniformly integrable since it has an integrable

dominator (A.13). m

Corollary 22 Condition (2.6 implies that sup,ey, Ui € L*. By Hélder’s inequality,
1/
E [NT sup Ui] < BE [N;f] ,
i€Np

where o := a/(a— 1) > 1 is the Holder conjugate of a. So a sufficient condition for (2.15)) is that
Nr e LY i.e.,
E[N7T] <o (A.14)

The following lemma provides a convenient way to check (|A.14]) by checking the tail probabilities
of NT.
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Lemma 23 Let N be an N-valued random variable and let o« > 1. Then,

o
Nelal< oo if and only if Z]ﬁP(N>]) <00
=1

Proof. We may write (since N > 1 a.s.),
o
E {Nﬁ} - Zjﬁ[p(]v =)

=Y T (PN > — 1) —P(N > j))

i(]Jrl a2 jan 1)P(N>j).

Let us now write, with o/ = a/(a — 1),

a a / _1 . .
Hence, (j + 1)a=T — ja—T =< j¥~! = ja=1 which shows the equivalence. m

A.3 Policy iteration

Proof of Proposition Consider for N € N the truncated reward UZ-N := Uily<n) and the
stopped policy O'ZN :=0; A N. It is easy to see that, for 0 <i < N,

i<oN <N and ol >i — JZNZU{L,

l1.e., g; 1S consistent 1 € Sense o A). € next consiaer € 1teration step
i Ny istent in th f (3.1). W t ider the iteration st

AN .. . . 1N N
0; :=inf {j >i:U;" > j<rl£1<ajx+KIEg] [Uo }}

40



and define

}N/iaN = max [g, [UJ\J[V} )
i<k<i+k

Yo" = Eg, [Ugv} .
Note that i < &Y < N. Due to [33, Theorem 3.1], it holds that

v <yt <y <v ™ for <i< N, (A.15)
where (Yi(N)) is the Snell envelope for the truncated reward (UiN ) We now fix ¢ and show that
for N — oo, a.s.,

W) Y7 =Yy,

(i) Y7~ = Yy,

(i) Y7 = V7,
from which the statement follows by and the obvious fact that Y;"' ' <Y;.

Ad (i)+(ii): For any fixed k one has o} — o4, < 0o a.s. for N — oo, hence

(N)

U"Nk - Uagl{aév<N} = Uffkl{ak<N} — ng , a.s.

It then follows by conditional dominated convergence that

(2

Y;UN = Eg, [Uc]f\![\’] — Eg, [Us,] =Y, and

i . )
V= dpa o [Usk] = s B U] = VY

Ad (iii): Note that by the definition of UY,

~N . - . .
o; :=inf {j >i:Ujlgjeny 2 jg%l%ﬁnEgj [U0k1{0k<N}:|} .

Let us suppose that we are on the set {w : 7; (w) =[}. For N > [, one then has

U(w)lgeny = Ui (w) > pax Eg, [Us,] (w) > lgglglﬁﬁEgl U 1igp<nt] (w)

(recall that by assumption U. > 0). Hence, for N > I, one has oY (w) < I. Since [ was arbitrary,
we conclude that

o) <G;as. for N>N(w) say.

Now assume that EZN - 0; with positive probability. Then with positive probability, there must

exist numbers 7 and | with 0 < r <[ and a sequence (Ny,),,cy With Ny, 1 00 for m 1 oo, such that
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o; =1 and &\ZN’“ =r <[ for m € N. This implies

Urlgrsnny 2 amex Eg, [Unligeen,y] , VmeN,

on a set of positive probability. By conditional dominated convergence it then follows that

Ur> max Eg [Us,]
r<k<r+k

on this set, which contradicts the definition of ;. That is, 7)Y — &; a.s., and then (iii) follows by
conditional dominated convergence. m

Proof of Corollary |§|. Ad (i): By Proposition |8 we may write

1{Yf<U¢}Y;U = 1{323<Ui}1{3~’fSUi}]Egi [Uaz,]
(definition of ;) = 1{Yi5<UZ~}1{}7iaSUi}Ui = 1{YE<U¢}U2" a.s.

That is, on the set {YZ8 < UZ-} one has Yf = U;, a.s., which implies ]P’(Y;8 <U;)=0.

Ad (ii): First note that ;' > &; by construction. Hence, we may write

Y7 =Eg, [Ua;} = i Eg; [1{3i=m}U3§}

m=t

(using (3.1 ZE@ Lg=mUs, | = Y Eg, [1{3i:m}yrz/}

m=i m=i

> Z Eg, [1(5i=m}Um| = Eg, [Us,] = Y7,

m=i
where the already proved statement (i) is used. m

Proof of Theorem The fact that o7 < oo follows from Proposition Suppose that
(m)
9

> o7 for some m € Nyg. Then we have

Uy < max Eg"f [Uol(cm)} Zl{a -} max Eg [Ug}(ﬁm)]

v o0;<k<ol+k i<k<j+k
o0
(by Proposition |8) < Z 1{0;:].}12 =Yor,
j=i

(m—+1) < O_(m)

which contradicts the optimality of 0. Suppose next that o, for some m € Ny. Then,
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since J,L.(O) = 4, we must have that m > 1, and due to the definition of O'z(m) that

U (my1y) < max E [U m71}
al( ) U§m+1)<k<0(m+1>+ﬁ ggngrl) Ul(c )

o0
= 1 3y max E.[Um,}.
JZ_:Z. {o" =5} jeksirn O Do Y

(m+1)

On the other hand, due to the definition of o; we must have that

U (mt1) > max Eg {U (m)]
\ — (m+1)
g, 0'§m+1)§k§0'1(m+1)+li a; T

o
= 1¢ tm 1 max E .[U m}
; {om =i} jek<ien 9 o™ ]

which in turn yields

0 o0
e om ; maxE[Um}< 1 (m 1 max E[Umq}.
JZ; {oim =i} kim0 o™ ; {oi" =)} jeksjrn O DoV

However, since for all j > i,

max E.[U m]>E, Uom| =Y™ > max IE‘[U m,} as. .
jk<in 9 o] = gﬁ[ o )] I kg 9 e

by Proposition [8) we get a contradiction. Thus, (3.5)) is proved.
Due to (3.5) and Proposition [§| we may define
o =1 lim o™ and Y, =1 lim Yi(m) a.s.

m—oo m—o0

(m)

7

(m)

Note that o7° < 07 < oo, and that, since o is integer valued, one must have that o, (w) =

az(oo) (w) for m > N (i,w) say. Hence, U om) = Uy a.s., and then by dominated convergence we

get
v =t tim ¥ =t tim g, U] = B (U]

(2
Obviously, we have that ¥; > Y,* > U; ass. Since (Y;) is the smallest supermartingale that
dominates the reward (U;) by Proposition 3| we can prove that o = o¢f and Y,>° = Y;, and
hence ({3.6), by showing that (Y;>°) is a supermartingale. It is easy to see that (o7°) is a consistent
G-stopping family, i.e., (07°) satisfies (3.1). So for any ¢ > 0 one has
Eg, [Yi¥1] = Eg, [Uafil] = Y™ +Eg, [(Ua;’il - Uo?)}
= ¥+ B, [y (Uoiz, — Une) |

(by (3.1)) = Y, > + 1{0?022.}Egi [Uoﬁl] — 1{050:1.}[]@' . (A.16)
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Note that by (3.5) and the definition of o7 one has {o° =i} = () {al(m) = z} Hence, by the

m=0

definition of U,Em/), for all m’ > 1,

. C > ) , ,
1{0-2.00:1}Uz > 1{050:1} ig%lgz?im Eg, [Ua,im 1)]
> Loemiy B U]
Since T limm/Too Egi [Ug(m/,l):| = Egi [UJZOO] a.s., it then follows that
U > . , .
1{0"?021}UZ - 1{0'10021}Eg1 |:U0',L ] 9

hence by (A.16) we get Eg, [Y,5%] < Y. That is, (Y;>°) is a super-martingale. m

A.4 Finite-horizon approximation

Proof of Lemma The first inequality is trivial. To prove the second inequality, we write:

¥y™) = sup E [Unlinciy + Unlins i)

neN

< sup E [Unnx Lincicy] + 5up E [Unvk Lins iy
neN neN

< sup  E[Us+ sup E[U,] < YO(K) + sup E[U,],
neN,0<n<K neN n>K neN n>K

by Proposition [I} Now, for any n with n > K, we have

E[U,] =E [anl{n.gT}] +E [an1{7n>T}]
<E[Zr,1{ze<ry] +0

IN

E |17e<y sup Zn
i€Ng, i>K

BP (1 < T)'V |

IN

by a Holder estimate using ([2.3]). Because, by (2.1)), 7, — oo a.s. as k — 0o, dominated convergence
implies that P(7x < T) — 0 as K — oo, K € N. Hence, to bound sup,e s n> i E [Un] by ¢, it suffices
to pick a value of K such that P(r < T) < (¢/B)*/(®~1), with B and a specified in (2.3). m

A.5 Markovian structure

The following results are readily obtained.

Lemma 24 If Assumption is fulfilled, then for any non-negative Borel measurable g : (t,z,0) €
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R x R x RY — g(t,z,0), we have that

E.F-;-k [g(Tk+17 XTk+17 @Tk+1 )] - E(Tk7XTk’@Tk) [g(T]C+17 XTk+17 C—)Tk+1 )]
= C(Tk; XTk7 ®Tk) ,

for some non-negative Borel function c(-,-,-).

Lemma 25 Suppose that Assumption applies, X and © are independent, and Tpi1 — Tg s
independent of ©,,. Then we have that

Er,, [9(Tk11, Xrpy)] = e, X7y
for some non-negative Borel function c(-,-).
Proof. By Assumption
Er, [9(Tki1, Xry)] = E(rxs,00) [9(Tk + Thg1 — 7oy Xt —mi)]
= E(Tk,XTk) [g(Tk_H, X7k+1)] =: (1, X7,) -
[ |

Example 26 Toke X independent of ©, where © is a continuous-time Markov chain with state

space Ny, generator

-\ A 0
0 -

2 A2 ,oAN>0, i=1,2,...,
0 0 —A3

and ©g = 0. One thus has that 7, = inf {s > 0: ©, = k}.

Example 27 As a more general example, consider (X,0) to be given by a jump-diffusion, more

specifically, a strong Markov process of the form

dXt == O'(t, Xt)XtdW, X() = 2o,

d@tzi/ 2N (Xp,dt,dz), ©9=0,
R4

where N (z,dt,dz,w) is some Poisson random measure on Ny, independent of W, with

v(z, B)* (t — )"
k! ’

P (N (z,(s,t], B) = k) := exp(—v(x, B) (t — 5)) k € No,
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where for simplicity v(x, B) is of finite activity in the sense that
v(z,{0}) =0 and /v(az,dz) <00, wzeR?

The stopping times are determined by 7o =0 and 7, = inf {s > 0: 0, =k}, k > 0.
(i): Simple case with d =q =1 and v(x, B) = A01(B) := Alp(1):

etk (B)k

P (N (z,(0,t], B) = k) = exp (—At01(B)) X ,

with 0° := 1, and hence we get

0, = /Ot/z/\/ (ds,dz) = N (0,4, {1}) , where

etk

PN (0,2, {1}) = k) = exp (=) =5,

i.e., ©p = #jumps in the interval (0,t] observed by the agent. Withto =0 and 7, = inf {s > 0: O3 = k},
k >0, one has that T, — T,—1, k > 1, is Exp(\) distributed and independent of 1i—1. In particular,
the conclusion of Lemma|24| applies.

(ii): Suppose d = q = 1 and that the Poisson random measure is only active during times that

the process X is visiting a certain interval I* := [c_,c,] with 0 < c_ < cy. That is, we consider

v(z, B) == A_ ., (x)01(B), hence
)‘ktkl[c_,c.t,.](x)k(sl(B)k
k!

P (N (z,(0,t], B) = k) = exp (=Atl._ ., (x)01(B))

with 09 := 1, and

@t:/ 1[6_’C+](Xs_)/ZN(XS_,ds,dz)
0,4] R
- / Lo en (XN (ds, {1}) ,

(0,¢]

)

with Ny as in (i). Note that X is continuous. So ©; = f jumps in the interval (0,t] while X is in
the interval [c_,cy], which is observable by the agent. Let 9 = 0, and 1, = inf {s > 0: ©, = k},
k> 0. Then, obviously, ©,, =k, k>0, and

Th4l — Tk €O {(X37N0 ((7x, 8], {1})) 1{82%}}
C o {(Xs,00) Lpgory } -
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Hence, in particular Assumption applies, i.e., by the Markov property,

]E]-'Tk [g(Tk+17X7'k+l7 @Tk+1)]

= E]—'T,C [Q(Tk + Tpr1 — Tk, er+7'k+1—7'k7 97k+7k+1—7'k)]

= E]—'Tk [Q(Tk + Tl — Tk, er+7'k+1—7'k7 97k+7k+1—7'k)]

B E(%er ©r,) l9(Tk + 1 = Ty Xrtms—mies Ortrign =)
= E(TlmXTk ’efk) [Q(Tk+la X’T’k+1 ) @Tk+1 )]

=: (1, X7,,07,) .

So, this is a simple example in which the continuation functions are dependent on the evaluation

of both X and ©.

A.6 Convergence of random times least-squares Monte Carlo

In the setting of Assumption consider measurable functions
Y Rso x RIXR? - R, 1€N. (A.17)

To establish convergence results, we require the following assumptions on the set of basis functions

that are used in our regression:

Assumption 28 For the collection of measurable functions in (A7), let PF denote the L2-

projection of o {(1, X5, , 07, ) }-measurable random variables onto the subspace

Sp =span{¢y (1, X;,,0;.), l=1,...,L}.

We assume the following. For each k=1,..., K —1:

1. The sequence (v (i, Xy, Or,)) ey @8 total in L (Q, 0 {(7h, X+, O1,) 1}, P), ie.,
Soo = L? Q0 {(Tk7X7'k7 GTk)} ,PP).

2. For L € N, if S Ny (74, X1, ©4) = 0 acs., then \y =0 forl=1,...L.

3. We have
L
P (Z Oék,ﬂM (TkvXTkv G)Tk) =7 (Tk?XTk)> = 07
=1
where
L
Z a1 (7%, X ®‘rk) = PkL <Z(Tn£vXTn£)> )
=1
and (nﬁ)kzo g s a sequence of discrete stopping times with values in {1,..., K} solving the
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; L _
recursion ny = K,

k,  Z(thXs) > PE <Z(Tn£,X7-“L))

k , 1<k<K.
ng.., Zp < PE <Z(Tn£,XTn£)>

ng =

Under Assumptions [I1] and 28 we have the following convergence result:

Theorem 29 ([13, Theorem 3.2]) Let n; be an optimal stopping index after the (physical) times
Tl,...,Tk_1 have passed. It then holds a.s. that

N
o1 ~(n) ) _
JimJim 57 322050 Xy ) = B [20, X
n—=

ﬁL,n
k

[13] further implies that one may obtain a sequence 6,5}") (t,z,0), r € N, of approximate continuation

functions from a sequence of LS-training procedures due to L, basis functions and N, training

trajectories, such that
C (e, Xy, O7,) =5 Cf (74, X0y, Or), k=1, K, (A.18)

for » — oo,, where C} denotes the optimal continuation function at time k, and the process
(T, X1y O1, )i=1,... K is independent of the training procedures. Under the same assumptions, one

next has the following convergence result on stopping times.
Theorem 30 For each r € N there ezists an optimal stopping time (n*") such that
P(n(™ £ 0*") = 0 for r — oo,

where
0= min {k > 0: Z(n, Xr,) > O (1, X, 0,) b, reN.

If in particular w* is unique, one has that n") P,

Proof. The result follows, in principle, from the convergence (A.18) of the continuation values.

For a detailed proof in the context of robust optimal stopping, we refer to [34, Section 6]. m

A.7 Solution for stopped geometric Brownian motion with jumps

Proof of Theorem We begin by solving the problem for K < oo and will denote the value
function at a time ¢ € [0,T) by vk (t,z,d), where € R is the value of the state variable at time
t, d is a binary variable that indicates whether we may stop (d = 1) or not (d = 0) at this given

moment and K denotes the number of stopping opportunities remaining. This implies that if Tx
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denotes the set of the first K stopping times that occur strictly after time ¢, we can write

K(tv z, O) = sup ]E[ZT’Xt = ‘T]a UK(ta z, 1) = sup ]E[ZT‘Xt = .'IZ‘]
TETK ¢ TE(Tk,:U{t})

The values that are characterized in the theorem, Y;(K) and C’i(K), are given by vg (7, X5, 1)
and vk (7, Xr,,0), respectively. By definition, vg = 0. If we are allowed to stop at time ¢, i.e.,

d = 1, we either receive " or continue with the problem with K — 1, so for K > 1,
v (t, o, 1) = 2y V vk -1(t, 2,0). (A.19)

If we are not allowed to stop at time ¢, the value function at that time equals the discounted version

of the value at the following possible stopping time, if this stopping times occurs before maturity:
T—t L
v (t,z,0) = / e ME [UK (t +u, z(1 + jelrm2o)uttovu 1)] du, (A.20)
0

with & ~ A(0, 1).
We now make an ansatz to solve (A.19) and (A.20):

v (t, @, 0) = 2eS T fre(T — 1) (A.21)

with £ as defined in ([5.3). We substitute (A.19)) and (A.21)) in (A.20]) and see that it suffices to find

a sequence of functions (fx)xen, that satisfies

fr4(s 1/1/ £u\/fK )) du, (A.22)

where ¥ = A(1 + j)7 and fp = 0. This immediately gives that, for all s > 0, we have fi(s) =

%(1 —e7). Let s* be the solution to fi(s) = e7¢ so s* = In(1 + £/1) /¢ and define  := fi(s*) =

e 8" = /(1 + €). We use a further ansatz
fre1(s) = [i(8)1gs<sry + C2rr1(s — ") Leneny
and conclude that this is a solution to for K > 0 if
Oszi41(8) = Osfr+1(s +87) = fr(s + ) =vzr(s),  2x41(0) =1,

while for K = 0 we have

z1(s) = 2f1(s + ") = éé(l —e %) = ép&(l —Ce ) =1+ ?(1 —e %),
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A power series expansion gives

§

zKH(s):fj(‘/’S>m+ (—;z})m S B Tanls) o a8 Gycn o

ml - K¢ TR

9

m=K+1

with I'11 and g1 the upper and lower Gamma functions of order K + 1, respectively.
Combining this with our ansatz (A.21), we arrive at an expression for the value function in

terms of t* :=T — s*:

v (b, ,0) = 2T (Lgmey 1 (T — £) + Lppapy Gz (t° — 1)) (A.23)

For finite K, equations (A.19) and (A21)) show that it is optimal to stop if 1 > (T fre_ | (T —
t), which we can rewrite as €% fre_1(s*) > efT=0 fie (T —t) or t > t* = T — s*. For finite K,

the expressions in the theorem for Ci(K) then follow by taking t = 7; and z = X, in (A.21]) and
(")

rewriting (eIt = ¢¢
Taking a limit K — oo in (A.23)), we find that

1<h_r>noo v (t, z,0) = 2" (1{1527%}66(T—t)f1 (T —t) + 1{t<t*}ge£(T—t)ew(t*_t)) ,

and impg 00 Vi (73, X7,,0) = C’i(oo) follows from letting ¢ — 0 in Lemma It is clear that it is

optimal to stop if and only if t > t* for this case as well. This concludes the proof. m
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B Additional Tables

A Xo || LsMC (s.e.) Dual (s.e.) Trivial (s.e.) Trivial-PI (s.e.)
1 90 [ 3.07696 (0.00578)  3.07707 (0.00006)  2.75785 (0.00516) 3.06875 (0.01232)
100 || 6.04603 (0.00792)  6.04657 (0.00022)  5.32202 (0.00695) 6.06463  (0.01883)
110 || 10.63174 (0.00986) 10.63399 (0.00065) 10.02295 (0.00903)  10.61661 (0.02016)
3 90| 3.97787 (0.00619)  3.98025 (0.00074)  2.77611 (0.00414) 3.93131  (0.01836)
100 | 7.46066 (0.00811)  7.46832 (0.00162)  4.96859 (0.00514) 7.38342  (0.02606)
110 || 12.57331  (0.00951) 12.57662 (0.00069) 10.43446 (0.00659)  12.42274 (0.02737)
5 90 || 4.17705 (0.00621)  4.18727 (0.00236)  2.47309 (0.00343) 4.09642 (0.01923)
100 || 7.73938 (0.00807)  7.75021 (0.00290)  4.34751 (0.00416) 7.54921  (0.02649)
110 || 12.93490 (0.00932) 12.95111 (0.00460) 10.19641 (0.00546)  12.58117 (0.02676)

Table 10: Value of a max-call option on random times (d = 1).

Notes. This table displays estimated values of Y((>Q> in the optimal stopping problem for payoff with strike
price X = 100 and independent Poissonian arrivals of stopping opportunities defined in , with d = 1 independent
geometric Brownian motion (without jumps, ,ug = )\ﬂ = 0) and with varying arrival rates A and initial asset prices
Xo. Column LSMC contains the lower-biased estimates based on the random times LSMC algorithm of Section
and column Dual contains the upper-biased estimates based on the dual algorithm in Section and the
estimated LSMC policy; standard errors for the dual estimates are the standard errors of the duality gap .
Both algorithms use the same settings as in Table [I] except for the basis functions: the continuation values in the
LSMC algorithm are estimated by using the basis functions (¢, ) +— t‘a?, i + j < 5. Column Trivial corresponds to
stopping as soon as Zr, > 0 or 7; > T and column Trivial-PI contains the results of the policy iteration method
with 100,000 outer paths, 500 inner paths and a window length xk = K’. All simulated paths have been generated in

antithetic pairs.

A Xo| LSMC (s-

1 90 5.68421  (0.00765
100 || 10.55799 (0.01011
110 || 17.13788 (0.01224) 17.14160 (0.00096) 15.49008 (0.01041 17.12895  (0.03247

3 90 7.33534 (0.00818 7.34869  (0.00221 4.58246  (0.00498 7.22310 (0.02632

e.) Dual (s.e.) ) c.)
( ) ( ) ( ) 0 )
( ) ( ) ( ) ( )
( ) ( ) ( ) ( )
( ) ( ) ( ) ( )
100 | 12.99966  (0.01048) 13.02089 (0.00395)  7.24893 (0.00580)  12.77270  (0.03689)
( ) ( ) ( ) ( )
( ) ( ) ( ) ( )
( ) ( ) ( ) ( )
( ) ( ) ( ) ( )

5.68804 (0.00116
10.55963  (0.00053

Trivial (s.e
4.91301 (0.00661
8.68818  (0.00839

Trivial-PI (s.
5.66093 .01842
10.55060  (0.02845

110 || 20.33221 (0.01235) 20.35280 (0.00243) 14.78042 (0.00707 19.95245 (0.04102
5 90 7.69256  (0.00826 7.76684  (0.03866 3.95536  (0.00403 7.51463  (0.02730
100 || 13.46328 (0.01047) 13.51186 (0.00739 6.04586  (0.00460 13.04278  (0.03635
110 || 20.89358 (0.01222) 21.02209 (0.06126) 13.91635 (0.00568 20.23306  (0.03970

Table 11: Value of a max-call option on random times (d = 2).

Notes. This table displays estimated values of Y0<°°) in the optimal stopping problem for payoff with strike
price K = 100 and independent Poissonian arrivals of stopping opportunities defined in , with d = 2 independent
geometric Brownian motions (without jumps, ,uf', = /\]j = 0) and with varying arrival rates A and initial asset prices
Xo. Column LSMC contains the lower-biased estimates based on the random times LSMC algorithm of Section
and column Dual contains the upper-biased estimates based on the dual algorithm in Section and the
estimated LSMC policy; standard errors for the dual estimates are the standard errors of the duality gap .
Both algorithms use the same settings as in Table [1} except for the basis functions: as in [5], we use basis functions
in the ordered asset prices Xt(l) > Xt(Q). ‘The continuation values in the LSMC algorithm are estimated by using the
basis functions (¢, 2V, z®) — ¢ (x(l))J (mm)k, i+ 7+ k < 5. Column Trivial corresponds to stopping as soon as
Zr, > 0or 7, > T and column Trivial-PI contains the results of the policy iteration method with 100,000 outer
paths, 500 inner paths and a window length x = K’. All simulated paths have been generated in antithetic pairs.
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A Xo || LsMC (s.e.) Dual (s.e.) Trivial (s.e.) Trivial-PI (s.e.)
1 90 [ 3.37559 (0.00626)  3.37832 (0.00080)  3.03057 (0.00559) 3.37001  (0.01349)
100 || 6.42173 (0.00846)  6.42563 (0.00128)  5.64728 (0.00739) 6.40339  (0.01983)
110 || 10.98917 (0.01043) 10.99165 (0.00061) 10.30297 (0.00947)  11.00701  (0.02226)
3 90| 4.36383 (0.00667)  4.36687 (0.00081)  3.03411 (0.00445) 4.32993  (0.01991)
100 || 7.91895 (0.00863)  7.92280 (0.00141)  5.25481 (0.00547) 7.78849  (0.02775)
110 || 13.01151  (0.01018) 13.01976 (0.00245) 10.62043 (0.00690)  12.82926 (0.02978)
5 90 || 4.57511 (0.00678)  4.58881 (0.00237)  2.70413 (0.00370) 4.47377  (0.02088)
100 || 8.20940 (0.00865)  8.22161 (0.00203)  4.60046 (0.00443) 7.97062 (0.02823)
110 || 13.37356  (0.01002) 13.39197 (0.00342) 10.32018 (0.00570)  13.01693  (0.02926)

Table 12: Value of a max-call option on random times with jumps (d = 1).

Notes. This table displays estimated values of YE}OO) in the optimal stopping problem for payoff with strike
price K = 100 and independent Poissonian arrivals of stopping opportunities defined in with d = 1 independent
geometric Brownian motion, with jumps, ;ﬂ] = 0.06 and )\J] = 1 and with varying arrival rates A and initial asset

prices Xo. The respective algorithms are carried out as described in the caption of Table

A Xo H LSMC (s.e.) Dual (s.e.) Trivial (s.e.) Trivial-PI (s.e.)
1T 90 | 6.23507 (0.00828) 6.24121 (0.00197) 5.36950 (0.00713)  6.21446 (0.02009)
100 | 11.21449 (0.01083) 11.22446 (0.00226)  9.20470 (0.00893)  11.21218  (0.03066)
110 || 17.81153 (0.01306) 17.81885 (0.00166) 15.97752 (0.01098) 17.78208  (0.03489)
3 90 8.02699 (0.00881)  8.04256 (0.00331)  4.98881 (0.00536) 7.92356  (0.02882)
100 || 13.80539 (0.01116) 13.82755 (0.00459)  7.66957 (0.00618) 13.58178  (0.03947)
110 || 21.18165 (0.01310) 21.21136 (0.00554) 15.10441 (0.00747) 20.82862  (0.04389)
5 90| 840094 (0.00884)  8.44444 (0.00501)  4.30081 (0.00434)  8.23108 (0.02953)
100 || 14.30547 (0.01111) 14.35577 (0.00655)  6.39494 (0.00490) 13.95940  (0.03905)
110 || 21.77564 (0.01296) 21.83676 (0.00848) 14.15769 (0.00600)  21.09714 (0.04272)

Table 13: Value of a max-call option on random times with jumps (d = 2).

Notes. This table displays estimated values of YO(OO) in the optimal stopping problem for payoff with strike
price K = 100 and independent Poissonian arrivals of stopping opportunities defined in with d = 2 independent
geometric Brownian motions, with jumps, ,uf} = 0.06 and )\f} = 1 and with varying arrival rates A and initial asset

prices Xo. The respective algorithms are carried out as described in the caption of Table
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